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Less Supervision

• Supervised learning 
‣ Training set is fully labeled; test samples arrive one at a time 

• Semisupervised learning: partially labeled data; unlabelled data is 
drawn from same distribution 

‣ Transductive: infer labels of unlabelled data (using multiple “test samples”) 
‣ Inductive: infer model for prediction 

• Unsupervised learning: learning without labels 
‣ E.g. learn distribution of data 
‣ E.g. learn to reconstruct 

• Weakly supervised learning: only observe partial labelling 
• “Self-supervised learning”: exploiting structure in data 
‣ Like unsupervised; usual reconstructive; but learning goal is given 

• One Short Learning 
• Zero Shot Learning
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Outline

• Unsupervised Learning 
‣ Denoising Auto-Encoder [ECCV-W’16] 

• Weakly supervised semantic segmentation [CVPR’17] 
• “Self-Supervision” 
‣ Spatial Context Prediction [ICCV’15] 
‣ Video Context Prediction [ICCV’15] 

• Multi-Modal Supervision 
‣ Learning Visual Representations from Sound [ECCV’16]
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VConv-DAE: Deep Volumetric Shape Learning 
Without Object Labels 

Abhishek Sharma, Oliver Grau, Mario Fritz 



Motivation
• RGBD sensing and 3D 

content generation is 
becoming more ubiquitous

• But raw data is
• Noisy
• Partially observed
• Lacking semantics
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Figure 1: (top) Failure cases of Kinect 3D sensor: (red) transparency, (green) specularity,
(cyan) dark objects under flat viewing angle, (yellow) reflections of the projected dot pat-
terns, (violet) interference of dot patterns by reflections. (bottom) We evaluate on a object
segmentation task, left: result on Kinect point cloud only, right: strongly improved result on
our fused estimate proposed in this paper. (blue points: kinect; green points: cross-modal
stereo)

one of the most distributed as well. Despite being originally designed as a gaming interface,
soon after its release there was strong interest from hobbyists over enthusiasts to robotics
researchers trying to stretch the envelope of possible application scenarios beyond its original
intended use case.

In this paper we are particularly interested in the robotics scenario and resulting short-
comings when using the Kinect in those settings. In home environments object properties
differ beyond the well behaved properties of cloth and skin where the Kinect depth estimation
performs admirably well. We realize that in particular specular, transparent and reflective ob-
jects cause serious problems — and not rarely lead to a complete failure (See Fig. 1). Yet
objects like glasses, bottles, tea kettles, pans are objects of daily living and therefore they are
in the core set of objects home robotics and assisted living want to address [2].

Our main contribution is a more reliable depth estimation scheme using an off-the-shelf
Kinect sensor without modifying hardware nor requiring any additional sensors. We comple-
ment the built-in active depth sensing scheme with a passive stereo path which we establish
between the RGB and IR sensor. We investigate several fusion schemes to provide more
reliable sensor data, improving drastically in particular on transparent and specular objects.
In order to approximate IR and RGB image information and preserve similarities between
modalities, we learn a channel combination. Besides qualitative improvements we provide
empirical evidence for strong improvement on a data-driven object detection task in a table
top scenario. Code and the database will be made available at the time of publication to
further stimulate research that pushes the envelope on this interesting sensor on scenarios
relevant to real-world applications.
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Challenges
• How to represent 3D data in 

order to facilitate
• Shape Denoising?
• Shape Completion?
• Shape Classification?

• Computer Vision is currently 
dominated by Deep  
Learning Techniques

• How about 3D?
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Prior Work
• First success of applying Deep 

Learning to 3D via volumetric 
representations Wu@CVPR’15: 
3DShapenets

• Cons:
• Slow  

(Deep Boltzmann Machine)
• Class annotations required
• Generalization issues
• Difficult to train



Our Approach
• VConv-DAE: Volumeric-Convolutional 

Denoising Autoencoder
• Dropout synthesises noise
• Pros

• Unsupervised
• Feed-forward architecture
• Fast GPU train&test
• Up to 100x faster in  

test
• Stable to train

bottleneck
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Problem Introduction

I Acquiring 3D geometry of an object is challenging
. Sensor noise/failure and occlusions cause corrupted or incomplete shapes

I Obtaining ground truth for missing 3D data is expensive

I Learning on point clouds/meshes is di�cult due to topology issues

Key Ideas

I Unsupervised Deep Learning by completion paradigm of
Denoising Auto-Encoder [2] on voxel representation

I Leverage large synthetic database (CAD Models) of objects

I Learn to predict missing voxels from input voxels given the
information bottleneck.

I Use learnable upsampling layers (3D Deconvolution) as
decoders.

Contributions

I First work to learn a deep embedding of object shapes in an
unsupervised fashion.

I Our embedding outperforms the supervised approach of
Shapenet [3] on shape classification and completion.

I Extensive quantitative evaluation for shape completion including
di↵erent noise characteristics.
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I Bottleneck Layer: Vector of length 6912 (= 256⇥3⇥3⇥3)

I ModelNet Dataset [3]: 38,400 CAD models for train/val and
9,600 for testing
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Shape Classification

I UnSup:Take bottleneck layer as a
feature vector for linear SVM.

I FT: Put a layer with labels above
bottleneck layer and fine tune the
network.

10 classes SN [3] UnSup FT VoxNet [1]
AP 83.54 80.50 84.14 92

40 classes SN [3] UnSup FT VoxNet
AP 77.32 75.50 79.84 83.00

Table: Shape Classification on ModelNet Database [3]

Shape Blending

Source(t=1) t= 3 t=5 t=7 t = 9 Target

I Choose 2 instances of a
class (Source & Target)

I Linearly interpolate the
intermediate encoded
vectors.

I Decode the interpolated
vectors.

Shape Denoising

I Baseline: Convolution Auto-encoder(CAE) and Shapenet(SN)

Reference Noisy Our 3DShapeNet
Model input Reconstruction Reconstruction

Class 30% noise 50% noise
CAE SN Ours CAE SN Ours

Bed 2.88 6.88 0.83 6.56 9.87 1.68
Sofa 2.60 7.48 0.74 6.09 9.51 1.81
Chair 2.51 6.73 1.62 4.98 7.82 2.45
Desk 2.26 7.94 1.05 5.38 9.35 1.99
Toilet 4.25 16.05 1.57 9.94 17.95 3.36
Monitor 3.01 11.30 1.26 7.01 12.42 2.37
Table 1.17 3.47 0.53 2.79 4.65 0.80
Stand 5.07 20.00 1.20 13.57 25.15 2.50
Bathtub 2.56 6.71 0.97 5.30 8.26 1.77
Dresser 5.56 20.07 0.70 15.11 27.74 1.95
Mean 3.18 10.66 1.04 7.67 13.27 2.06

Table: Average error for inpainting

Shape Completion

Reference Noisy Our 3DShapeNet
Model input Reconstruction Reconstruction Class 10% 20% 30%

SN Ours SN Ours SN Ours
Bed 4.71 1.11 5.70 1.63 6.89 2.40
Sofa 5.51 0.97 6.39 1.51 7.23 2.33
Chair 5.66 1.64 6.13 2.02 6.51 2.37
Desk 6.86 1.25 7.25 1.70 7.83 2.44
Toilet 13.46 1.81 14.55 2.78 15.50 4.18
Monitor 9.45 1.45 10.21 2.05 14.85 3.01
Table 2.63 0.66 2.98 0.89 3.41 1.21
Stand 12.63 1.76 16.26 3.15 19.38 5.19
Bathtub 5.39 1.09 5.93 1.56 6.53 2.16
Dresser 14.47 1.41 18.33 2.77 21.52 5.29
Mean 8.77 1.31 9.37 2.00 10.96 3.05

Table: Average error for Completion
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Fig. 1. VConv-DAE: Convolutional Denoising Auto Encoder for Volumetric Represen-
tations

infinite amount of data and has shown in our experiments to greatly avoid over-
fitting.

Encoding Layers: 3D Convolutions The first convolutional layer has 64 filters
of size 9 and stride 3. The second convolutional layer has 256 filters of size 4
and stride 2 meaning each filter has 64⇥4⇥4⇥4 parameters. This results into
256 channels of size 3⇥3⇥3. These feature maps are later flattened into one
dimensional vector of length 6912 (= 256⇥3⇥3⇥3) which is followed by a fully
connected layer of same length (6912). This bottleneck layer later acts as a shape
embedding for classification and interpolation experiments later. The fixed size
encoded input is now reconstructed back with two deconv layers. First Deconv
layer contains 64 filters of size 5 and stride 2 while the last deconv layer finally
merges all 64 feature cubes back to the original voxel grid. It contains a filter of
size 6 and stride 3.

Decoding Layers: 3D Deconvolutions While CNN architecture based on convo-
lution operator have been very powerful and e↵ective in a range of vision prob-
lems, Deconvolutional (also called convolutional transpose) based architecture
are gaining traction recently. Deconvolution (Deconv) is basically convolution
transpose which takes one value from the input, multiplies the value by the
weights in the filter, and place the result in the output channel. Thus, if the
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Model input Reconstruction Reconstruction Class 10% 20% 30%
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I Obtaining ground truth for missing 3D data is expensive

I Learning on point clouds/meshes is di�cult due to topology issues

Key Ideas

I Unsupervised Deep Learning by completion paradigm of
Denoising Auto-Encoder [2] on voxel representation

I Leverage large synthetic database (CAD Models) of objects

I Learn to predict missing voxels from input voxels given the
information bottleneck.

I Use learnable upsampling layers (3D Deconvolution) as
decoders.

Contributions

I First work to learn a deep embedding of object shapes in an
unsupervised fashion.

I Our embedding outperforms the supervised approach of
Shapenet [3] on shape classification and completion.

I Extensive quantitative evaluation for shape completion including
di↵erent noise characteristics.
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I Bottleneck Layer: Vector of length 6912 (= 256⇥3⇥3⇥3)

I ModelNet Dataset [3]: 38,400 CAD models for train/val and
9,600 for testing
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Shape Classification

I UnSup:Take bottleneck layer as a
feature vector for linear SVM.

I FT: Put a layer with labels above
bottleneck layer and fine tune the
network.

10 classes SN [3] UnSup FT VoxNet [1]
AP 83.54 80.50 84.14 92

40 classes SN [3] UnSup FT VoxNet
AP 77.32 75.50 79.84 83.00

Table: Shape Classification on ModelNet Database [3]

Shape Blending

Source(t=1) t= 3 t=5 t=7 t = 9 Target

I Choose 2 instances of a
class (Source & Target)

I Linearly interpolate the
intermediate encoded
vectors.

I Decode the interpolated
vectors.

Shape Denoising

I Baseline: Convolution Auto-encoder(CAE) and Shapenet(SN)

Reference Noisy Our 3DShapeNet
Model input Reconstruction Reconstruction

Class 30% noise 50% noise
CAE SN Ours CAE SN Ours

Bed 2.88 6.88 0.83 6.56 9.87 1.68
Sofa 2.60 7.48 0.74 6.09 9.51 1.81
Chair 2.51 6.73 1.62 4.98 7.82 2.45
Desk 2.26 7.94 1.05 5.38 9.35 1.99
Toilet 4.25 16.05 1.57 9.94 17.95 3.36
Monitor 3.01 11.30 1.26 7.01 12.42 2.37
Table 1.17 3.47 0.53 2.79 4.65 0.80
Stand 5.07 20.00 1.20 13.57 25.15 2.50
Bathtub 2.56 6.71 0.97 5.30 8.26 1.77
Dresser 5.56 20.07 0.70 15.11 27.74 1.95
Mean 3.18 10.66 1.04 7.67 13.27 2.06

Table: Average error for inpainting

Shape Completion

Reference Noisy Our 3DShapeNet
Model input Reconstruction Reconstruction Class 10% 20% 30%

SN Ours SN Ours SN Ours
Bed 4.71 1.11 5.70 1.63 6.89 2.40
Sofa 5.51 0.97 6.39 1.51 7.23 2.33
Chair 5.66 1.64 6.13 2.02 6.51 2.37
Desk 6.86 1.25 7.25 1.70 7.83 2.44
Toilet 13.46 1.81 14.55 2.78 15.50 4.18
Monitor 9.45 1.45 10.21 2.05 14.85 3.01
Table 2.63 0.66 2.98 0.89 3.41 1.21
Stand 12.63 1.76 16.26 3.15 19.38 5.19
Bathtub 5.39 1.09 5.93 1.56 6.53 2.16
Dresser 14.47 1.41 18.33 2.77 21.52 5.29
Mean 8.77 1.31 9.37 2.00 10.96 3.05

Table: Average error for Completion
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Results
• Shape Denoising

• Shape Completion

• Shape Classification

• Shape Blending



Results: Shape Denoising

• Quantitative and qualitative (generalization) 
improvement over 3DShapenets
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Problem Introduction

I Acquiring 3D geometry of an object is challenging
. Sensor noise/failure and occlusions cause corrupted or incomplete shapes

I Obtaining ground truth for missing 3D data is expensive

I Learning on point clouds/meshes is di�cult due to topology issues

Key Ideas

I Unsupervised Deep Learning by completion paradigm of
Denoising Auto-Encoder [2] on voxel representation

I Leverage large synthetic database (CAD Models) of objects

I Learn to predict missing voxels from input voxels given the
information bottleneck.

I Use learnable upsampling layers (3D Deconvolution) as
decoders.

Contributions

I First work to learn a deep embedding of object shapes in an
unsupervised fashion.

I Our embedding outperforms the supervised approach of
Shapenet [3] on shape classification and completion.

I Extensive quantitative evaluation for shape completion including
di↵erent noise characteristics.
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I Bottleneck Layer: Vector of length 6912 (= 256⇥3⇥3⇥3)

I ModelNet Dataset [3]: 38,400 CAD models for train/val and
9,600 for testing
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Shape Classification

I UnSup:Take bottleneck layer as a
feature vector for linear SVM.

I FT: Put a layer with labels above
bottleneck layer and fine tune the
network.

10 classes SN [3] UnSup FT VoxNet [1]
AP 83.54 80.50 84.14 92

40 classes SN [3] UnSup FT VoxNet
AP 77.32 75.50 79.84 83.00

Table: Shape Classification on ModelNet Database [3]

Shape Blending

Source(t=1) t= 3 t=5 t=7 t = 9 Target

I Choose 2 instances of a
class (Source & Target)

I Linearly interpolate the
intermediate encoded
vectors.

I Decode the interpolated
vectors.

Shape Denoising

I Baseline: Convolution Auto-encoder(CAE) and Shapenet(SN)

Reference Noisy Our 3DShapeNet
Model input Reconstruction Reconstruction

Class 30% noise 50% noise
CAE SN Ours CAE SN Ours

Bed 2.88 6.88 0.83 6.56 9.87 1.68
Sofa 2.60 7.48 0.74 6.09 9.51 1.81
Chair 2.51 6.73 1.62 4.98 7.82 2.45
Desk 2.26 7.94 1.05 5.38 9.35 1.99
Toilet 4.25 16.05 1.57 9.94 17.95 3.36
Monitor 3.01 11.30 1.26 7.01 12.42 2.37
Table 1.17 3.47 0.53 2.79 4.65 0.80
Stand 5.07 20.00 1.20 13.57 25.15 2.50
Bathtub 2.56 6.71 0.97 5.30 8.26 1.77
Dresser 5.56 20.07 0.70 15.11 27.74 1.95
Mean 3.18 10.66 1.04 7.67 13.27 2.06

Table: Average error for inpainting

Shape Completion

Reference Noisy Our 3DShapeNet
Model input Reconstruction Reconstruction Class 10% 20% 30%

SN Ours SN Ours SN Ours
Bed 4.71 1.11 5.70 1.63 6.89 2.40
Sofa 5.51 0.97 6.39 1.51 7.23 2.33
Chair 5.66 1.64 6.13 2.02 6.51 2.37
Desk 6.86 1.25 7.25 1.70 7.83 2.44
Toilet 13.46 1.81 14.55 2.78 15.50 4.18
Monitor 9.45 1.45 10.21 2.05 14.85 3.01
Table 2.63 0.66 2.98 0.89 3.41 1.21
Stand 12.63 1.76 16.26 3.15 19.38 5.19
Bathtub 5.39 1.09 5.93 1.56 6.53 2.16
Dresser 14.47 1.41 18.33 2.77 21.52 5.29
Mean 8.77 1.31 9.37 2.00 10.96 3.05

Table: Average error for Completion
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Results: Shape Completion

• Handling of sever occlusions / missing data
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Problem Introduction

I Acquiring 3D geometry of an object is challenging
. Sensor noise/failure and occlusions cause corrupted or incomplete shapes

I Obtaining ground truth for missing 3D data is expensive

I Learning on point clouds/meshes is di�cult due to topology issues

Key Ideas

I Unsupervised Deep Learning by completion paradigm of
Denoising Auto-Encoder [2] on voxel representation

I Leverage large synthetic database (CAD Models) of objects

I Learn to predict missing voxels from input voxels given the
information bottleneck.

I Use learnable upsampling layers (3D Deconvolution) as
decoders.

Contributions

I First work to learn a deep embedding of object shapes in an
unsupervised fashion.

I Our embedding outperforms the supervised approach of
Shapenet [3] on shape classification and completion.

I Extensive quantitative evaluation for shape completion including
di↵erent noise characteristics.
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I Bottleneck Layer: Vector of length 6912 (= 256⇥3⇥3⇥3)

I ModelNet Dataset [3]: 38,400 CAD models for train/val and
9,600 for testing
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Shape Classification

I UnSup:Take bottleneck layer as a
feature vector for linear SVM.

I FT: Put a layer with labels above
bottleneck layer and fine tune the
network.

10 classes SN [3] UnSup FT VoxNet [1]
AP 83.54 80.50 84.14 92

40 classes SN [3] UnSup FT VoxNet
AP 77.32 75.50 79.84 83.00

Table: Shape Classification on ModelNet Database [3]

Shape Blending

Source(t=1) t= 3 t=5 t=7 t = 9 Target

I Choose 2 instances of a
class (Source & Target)

I Linearly interpolate the
intermediate encoded
vectors.

I Decode the interpolated
vectors.

Shape Denoising

I Baseline: Convolution Auto-encoder(CAE) and Shapenet(SN)

Reference Noisy Our 3DShapeNet
Model input Reconstruction Reconstruction

Class 30% noise 50% noise
CAE SN Ours CAE SN Ours

Bed 2.88 6.88 0.83 6.56 9.87 1.68
Sofa 2.60 7.48 0.74 6.09 9.51 1.81
Chair 2.51 6.73 1.62 4.98 7.82 2.45
Desk 2.26 7.94 1.05 5.38 9.35 1.99
Toilet 4.25 16.05 1.57 9.94 17.95 3.36
Monitor 3.01 11.30 1.26 7.01 12.42 2.37
Table 1.17 3.47 0.53 2.79 4.65 0.80
Stand 5.07 20.00 1.20 13.57 25.15 2.50
Bathtub 2.56 6.71 0.97 5.30 8.26 1.77
Dresser 5.56 20.07 0.70 15.11 27.74 1.95
Mean 3.18 10.66 1.04 7.67 13.27 2.06

Table: Average error for inpainting

Shape Completion

Reference Noisy Our 3DShapeNet
Model input Reconstruction Reconstruction Class 10% 20% 30%

SN Ours SN Ours SN Ours
Bed 4.71 1.11 5.70 1.63 6.89 2.40
Sofa 5.51 0.97 6.39 1.51 7.23 2.33
Chair 5.66 1.64 6.13 2.02 6.51 2.37
Desk 6.86 1.25 7.25 1.70 7.83 2.44
Toilet 13.46 1.81 14.55 2.78 15.50 4.18
Monitor 9.45 1.45 10.21 2.05 14.85 3.01
Table 2.63 0.66 2.98 0.89 3.41 1.21
Stand 12.63 1.76 16.26 3.15 19.38 5.19
Bathtub 5.39 1.09 5.93 1.56 6.53 2.16
Dresser 14.47 1.41 18.33 2.77 21.52 5.29
Mean 8.77 1.31 9.37 2.00 10.96 3.05

Table: Average error for Completion
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Results: Shape Classification

• Classification based on bottleneck 
features

• Our unsupervised training outperforms 
supervised-representation learning

• Comparable to specialised solutions
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Problem Introduction

I Acquiring 3D geometry of an object is challenging
. Sensor noise/failure and occlusions cause corrupted or incomplete shapes

I Obtaining ground truth for missing 3D data is expensive

I Learning on point clouds/meshes is di�cult due to topology issues

Key Ideas

I Unsupervised Deep Learning by completion paradigm of
Denoising Auto-Encoder [2] on voxel representation

I Leverage large synthetic database (CAD Models) of objects

I Learn to predict missing voxels from input voxels given the
information bottleneck.

I Use learnable upsampling layers (3D Deconvolution) as
decoders.

Contributions

I First work to learn a deep embedding of object shapes in an
unsupervised fashion.

I Our embedding outperforms the supervised approach of
Shapenet [3] on shape classification and completion.

I Extensive quantitative evaluation for shape completion including
di↵erent noise characteristics.
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I Bottleneck Layer: Vector of length 6912 (= 256⇥3⇥3⇥3)

I ModelNet Dataset [3]: 38,400 CAD models for train/val and
9,600 for testing
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Shape Classification

I UnSup:Take bottleneck layer as a
feature vector for linear SVM.

I FT: Put a layer with labels above
bottleneck layer and fine tune the
network.

10 classes SN [3] UnSup FT VoxNet [1]
AP 83.54 80.50 84.14 92

40 classes SN [3] UnSup FT VoxNet
AP 77.32 75.50 79.84 83.00

Table: Shape Classification on ModelNet Database [3]

Shape Blending

Source(t=1) t= 3 t=5 t=7 t = 9 Target

I Choose 2 instances of a
class (Source & Target)

I Linearly interpolate the
intermediate encoded
vectors.

I Decode the interpolated
vectors.

Shape Denoising

I Baseline: Convolution Auto-encoder(CAE) and Shapenet(SN)

Reference Noisy Our 3DShapeNet
Model input Reconstruction Reconstruction

Class 30% noise 50% noise
CAE SN Ours CAE SN Ours

Bed 2.88 6.88 0.83 6.56 9.87 1.68
Sofa 2.60 7.48 0.74 6.09 9.51 1.81
Chair 2.51 6.73 1.62 4.98 7.82 2.45
Desk 2.26 7.94 1.05 5.38 9.35 1.99
Toilet 4.25 16.05 1.57 9.94 17.95 3.36
Monitor 3.01 11.30 1.26 7.01 12.42 2.37
Table 1.17 3.47 0.53 2.79 4.65 0.80
Stand 5.07 20.00 1.20 13.57 25.15 2.50
Bathtub 2.56 6.71 0.97 5.30 8.26 1.77
Dresser 5.56 20.07 0.70 15.11 27.74 1.95
Mean 3.18 10.66 1.04 7.67 13.27 2.06

Table: Average error for inpainting

Shape Completion

Reference Noisy Our 3DShapeNet
Model input Reconstruction Reconstruction Class 10% 20% 30%

SN Ours SN Ours SN Ours
Bed 4.71 1.11 5.70 1.63 6.89 2.40
Sofa 5.51 0.97 6.39 1.51 7.23 2.33
Chair 5.66 1.64 6.13 2.02 6.51 2.37
Desk 6.86 1.25 7.25 1.70 7.83 2.44
Toilet 13.46 1.81 14.55 2.78 15.50 4.18
Monitor 9.45 1.45 10.21 2.05 14.85 3.01
Table 2.63 0.66 2.98 0.89 3.41 1.21
Stand 12.63 1.76 16.26 3.15 19.38 5.19
Bathtub 5.39 1.09 5.93 1.56 6.53 2.16
Dresser 14.47 1.41 18.33 2.77 21.52 5.29
Mean 8.77 1.31 9.37 2.00 10.96 3.05

Table: Average error for Completion
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Fig. 1. VConv-DAE: Convolutional Denoising Auto Encoder for Volumetric Represen-
tations

infinite amount of data and has shown in our experiments to greatly avoid over-
fitting.

Encoding Layers: 3D Convolutions The first convolutional layer has 64 filters
of size 9 and stride 3. The second convolutional layer has 256 filters of size 4
and stride 2 meaning each filter has 64⇥4⇥4⇥4 parameters. This results into
256 channels of size 3⇥3⇥3. These feature maps are later flattened into one
dimensional vector of length 6912 (= 256⇥3⇥3⇥3) which is followed by a fully
connected layer of same length (6912). This bottleneck layer later acts as a shape
embedding for classification and interpolation experiments later. The fixed size
encoded input is now reconstructed back with two deconv layers. First Deconv
layer contains 64 filters of size 5 and stride 2 while the last deconv layer finally
merges all 64 feature cubes back to the original voxel grid. It contains a filter of
size 6 and stride 3.

Decoding Layers: 3D Deconvolutions While CNN architecture based on convo-
lution operator have been very powerful and e↵ective in a range of vision prob-
lems, Deconvolutional (also called convolutional transpose) based architecture
are gaining traction recently. Deconvolution (Deconv) is basically convolution
transpose which takes one value from the input, multiplies the value by the
weights in the filter, and place the result in the output channel. Thus, if the
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Problem Introduction

I Acquiring 3D geometry of an object is challenging
. Sensor noise/failure and occlusions cause corrupted or incomplete shapes

I Obtaining ground truth for missing 3D data is expensive

I Learning on point clouds/meshes is di�cult due to topology issues

Key Ideas

I Unsupervised Deep Learning by completion paradigm of
Denoising Auto-Encoder [2] on voxel representation

I Leverage large synthetic database (CAD Models) of objects

I Learn to predict missing voxels from input voxels given the
information bottleneck.

I Use learnable upsampling layers (3D Deconvolution) as
decoders.

Contributions

I First work to learn a deep embedding of object shapes in an
unsupervised fashion.

I Our embedding outperforms the supervised approach of
Shapenet [3] on shape classification and completion.

I Extensive quantitative evaluation for shape completion including
di↵erent noise characteristics.
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I Bottleneck Layer: Vector of length 6912 (= 256⇥3⇥3⇥3)

I ModelNet Dataset [3]: 38,400 CAD models for train/val and
9,600 for testing
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Shape Classification

I UnSup:Take bottleneck layer as a
feature vector for linear SVM.

I FT: Put a layer with labels above
bottleneck layer and fine tune the
network.

10 classes SN [3] UnSup FT VoxNet [1]
AP 83.54 80.50 84.14 92

40 classes SN [3] UnSup FT VoxNet
AP 77.32 75.50 79.84 83.00

Table: Shape Classification on ModelNet Database [3]

Shape Blending

Source(t=1) t= 3 t=5 t=7 t = 9 Target

I Choose 2 instances of a
class (Source & Target)

I Linearly interpolate the
intermediate encoded
vectors.

I Decode the interpolated
vectors.

Shape Denoising

I Baseline: Convolution Auto-encoder(CAE) and Shapenet(SN)

Reference Noisy Our 3DShapeNet
Model input Reconstruction Reconstruction

Class 30% noise 50% noise
CAE SN Ours CAE SN Ours

Bed 2.88 6.88 0.83 6.56 9.87 1.68
Sofa 2.60 7.48 0.74 6.09 9.51 1.81
Chair 2.51 6.73 1.62 4.98 7.82 2.45
Desk 2.26 7.94 1.05 5.38 9.35 1.99
Toilet 4.25 16.05 1.57 9.94 17.95 3.36
Monitor 3.01 11.30 1.26 7.01 12.42 2.37
Table 1.17 3.47 0.53 2.79 4.65 0.80
Stand 5.07 20.00 1.20 13.57 25.15 2.50
Bathtub 2.56 6.71 0.97 5.30 8.26 1.77
Dresser 5.56 20.07 0.70 15.11 27.74 1.95
Mean 3.18 10.66 1.04 7.67 13.27 2.06

Table: Average error for inpainting

Shape Completion

Reference Noisy Our 3DShapeNet
Model input Reconstruction Reconstruction Class 10% 20% 30%

SN Ours SN Ours SN Ours
Bed 4.71 1.11 5.70 1.63 6.89 2.40
Sofa 5.51 0.97 6.39 1.51 7.23 2.33
Chair 5.66 1.64 6.13 2.02 6.51 2.37
Desk 6.86 1.25 7.25 1.70 7.83 2.44
Toilet 13.46 1.81 14.55 2.78 15.50 4.18
Monitor 9.45 1.45 10.21 2.05 14.85 3.01
Table 2.63 0.66 2.98 0.89 3.41 1.21
Stand 12.63 1.76 16.26 3.15 19.38 5.19
Bathtub 5.39 1.09 5.93 1.56 6.53 2.16
Dresser 14.47 1.41 18.33 2.77 21.52 5.29
Mean 8.77 1.31 9.37 2.00 10.96 3.05

Table: Average error for Completion
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Problem Introduction

I Acquiring 3D geometry of an object is challenging
. Sensor noise/failure and occlusions cause corrupted or incomplete shapes

I Obtaining ground truth for missing 3D data is expensive

I Learning on point clouds/meshes is di�cult due to topology issues

Key Ideas

I Unsupervised Deep Learning by completion paradigm of
Denoising Auto-Encoder [2] on voxel representation

I Leverage large synthetic database (CAD Models) of objects

I Learn to predict missing voxels from input voxels given the
information bottleneck.

I Use learnable upsampling layers (3D Deconvolution) as
decoders.

Contributions

I First work to learn a deep embedding of object shapes in an
unsupervised fashion.

I Our embedding outperforms the supervised approach of
Shapenet [3] on shape classification and completion.

I Extensive quantitative evaluation for shape completion including
di↵erent noise characteristics.
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I Bottleneck Layer: Vector of length 6912 (= 256⇥3⇥3⇥3)

I ModelNet Dataset [3]: 38,400 CAD models for train/val and
9,600 for testing
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Shape Classification

I UnSup:Take bottleneck layer as a
feature vector for linear SVM.

I FT: Put a layer with labels above
bottleneck layer and fine tune the
network.

10 classes SN [3] UnSup FT VoxNet [1]
AP 83.54 80.50 84.14 92

40 classes SN [3] UnSup FT VoxNet
AP 77.32 75.50 79.84 83.00

Table: Shape Classification on ModelNet Database [3]

Shape Blending

Source(t=1) t= 3 t=5 t=7 t = 9 Target

I Choose 2 instances of a
class (Source & Target)

I Linearly interpolate the
intermediate encoded
vectors.

I Decode the interpolated
vectors.

Shape Denoising

I Baseline: Convolution Auto-encoder(CAE) and Shapenet(SN)

Reference Noisy Our 3DShapeNet
Model input Reconstruction Reconstruction

Class 30% noise 50% noise
CAE SN Ours CAE SN Ours

Bed 2.88 6.88 0.83 6.56 9.87 1.68
Sofa 2.60 7.48 0.74 6.09 9.51 1.81
Chair 2.51 6.73 1.62 4.98 7.82 2.45
Desk 2.26 7.94 1.05 5.38 9.35 1.99
Toilet 4.25 16.05 1.57 9.94 17.95 3.36
Monitor 3.01 11.30 1.26 7.01 12.42 2.37
Table 1.17 3.47 0.53 2.79 4.65 0.80
Stand 5.07 20.00 1.20 13.57 25.15 2.50
Bathtub 2.56 6.71 0.97 5.30 8.26 1.77
Dresser 5.56 20.07 0.70 15.11 27.74 1.95
Mean 3.18 10.66 1.04 7.67 13.27 2.06

Table: Average error for inpainting
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Monitor 9.45 1.45 10.21 2.05 14.85 3.01
Table 2.63 0.66 2.98 0.89 3.41 1.21
Stand 12.63 1.76 16.26 3.15 19.38 5.19
Bathtub 5.39 1.09 5.93 1.56 6.53 2.16
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Results: Shape Blending

• Smooth transitions between styles

Deep Volumetric Shape Learning Without Object Labels
Abhishek Sharma, Oliver Grau, Mario Fritz
Intel Visual Computing Institute, Intel, Max Planck Institute for Informatics

Problem Introduction

I Acquiring 3D geometry of an object is challenging
. Sensor noise/failure and occlusions cause corrupted or incomplete shapes

I Obtaining ground truth for missing 3D data is expensive

I Learning on point clouds/meshes is di�cult due to topology issues

Key Ideas

I Unsupervised Deep Learning by completion paradigm of
Denoising Auto-Encoder [2] on voxel representation

I Leverage large synthetic database (CAD Models) of objects

I Learn to predict missing voxels from input voxels given the
information bottleneck.

I Use learnable upsampling layers (3D Deconvolution) as
decoders.

Contributions

I First work to learn a deep embedding of object shapes in an
unsupervised fashion.

I Our embedding outperforms the supervised approach of
Shapenet [3] on shape classification and completion.

I Extensive quantitative evaluation for shape completion including
di↵erent noise characteristics.

Convolutional Denoising Auto-Encoder

*

*

*

*

3D Convolution:

9x9x9

64 3x3x3

*
filter size

#filters stride

ReLu Activation:

4x4x4

256 2x2x2

5x5x5

64 2x2x2

6x6x6

1 3x3x3

3D Deconvolution: *
filter size

#filters stride

Sigmoid Activation:

Reshape:

Data: #channels

#dims

1

30x30x30

64

8x8x8

1

30x30x30

1

30x30x30

64

9x9x9

256
3x3x3

256
3x3x3

Dropout Data 
Augmentation Layer:

probability

0.5

I Bottleneck Layer: Vector of length 6912 (= 256⇥3⇥3⇥3)

I ModelNet Dataset [3]: 38,400 CAD models for train/val and
9,600 for testing

References

D. Maturana and S. Scherer.
3d convolutional neural networks for landing zone detection from
lidar.
In ICRA, 2015.

P. Vincent, H. Larochelle, I. Lajoie, Y. Bengio, and P.-A. Manzagol.
Stacked denoising autoencoders: Learning useful representations in
a deep network with a local denoising criterion.
JMLR, 2010.

Z. Wu, S. Song, A. Khosla, F. Yu, L. Zhang, X. Tang, and J. Xiao.
3d shapenets: A deep representation for volumetric shapes.
In CVPR, 2015.

Shape Classification

I UnSup:Take bottleneck layer as a
feature vector for linear SVM.

I FT: Put a layer with labels above
bottleneck layer and fine tune the
network.

10 classes SN [3] UnSup FT VoxNet [1]
AP 83.54 80.50 84.14 92

40 classes SN [3] UnSup FT VoxNet
AP 77.32 75.50 79.84 83.00

Table: Shape Classification on ModelNet Database [3]

Shape Blending

Source(t=1) t= 3 t=5 t=7 t = 9 Target

I Choose 2 instances of a
class (Source & Target)

I Linearly interpolate the
intermediate encoded
vectors.

I Decode the interpolated
vectors.

Shape Denoising

I Baseline: Convolution Auto-encoder(CAE) and Shapenet(SN)

Reference Noisy Our 3DShapeNet
Model input Reconstruction Reconstruction

Class 30% noise 50% noise
CAE SN Ours CAE SN Ours

Bed 2.88 6.88 0.83 6.56 9.87 1.68
Sofa 2.60 7.48 0.74 6.09 9.51 1.81
Chair 2.51 6.73 1.62 4.98 7.82 2.45
Desk 2.26 7.94 1.05 5.38 9.35 1.99
Toilet 4.25 16.05 1.57 9.94 17.95 3.36
Monitor 3.01 11.30 1.26 7.01 12.42 2.37
Table 1.17 3.47 0.53 2.79 4.65 0.80
Stand 5.07 20.00 1.20 13.57 25.15 2.50
Bathtub 2.56 6.71 0.97 5.30 8.26 1.77
Dresser 5.56 20.07 0.70 15.11 27.74 1.95
Mean 3.18 10.66 1.04 7.67 13.27 2.06

Table: Average error for inpainting

Shape Completion

Reference Noisy Our 3DShapeNet
Model input Reconstruction Reconstruction Class 10% 20% 30%

SN Ours SN Ours SN Ours
Bed 4.71 1.11 5.70 1.63 6.89 2.40
Sofa 5.51 0.97 6.39 1.51 7.23 2.33
Chair 5.66 1.64 6.13 2.02 6.51 2.37
Desk 6.86 1.25 7.25 1.70 7.83 2.44
Toilet 13.46 1.81 14.55 2.78 15.50 4.18
Monitor 9.45 1.45 10.21 2.05 14.85 3.01
Table 2.63 0.66 2.98 0.89 3.41 1.21
Stand 12.63 1.76 16.26 3.15 19.38 5.19
Bathtub 5.39 1.09 5.93 1.56 6.53 2.16
Dresser 14.47 1.41 18.33 2.77 21.52 5.29
Mean 8.77 1.31 9.37 2.00 10.96 3.05

Table: Average error for Completion

Acknowledgements

This project has received funding from the European Union’s Horizon 2020 research
and innovation programme under the Marie Sklodowska-Curie grant agreement No
642841.



Weakly Supervised Learning: 
Exploiting Saliency for Segmenting Objects 

from Image Level Labels  

Seong Joon Oh, Rodrigo Benenson, Anna Khoreva, Zeynep Akata,  
Mario Fritz, Bernt Schiele 



Exploiting Saliency for Segmenting Objects from Image Level Labels!
Seong Joon Oh1, Rodrigo Benenson1, Anna Khoreva1, Zeynep Akata1,2, Mario Fritz1, Bernt Schiele1!

 !
1Max-Planck Institute for Informatics, 2University of Amsterdam

   Motivation
•  Pixelwise annotation is expensive, while humans can 

segment objects without pixelwise supervision.
•  Image labels are cheap, but lacks sufficient information to 

solve the task: e.g. train and rail co-occurrences.
•  Need some prior knowledge on how “objects” look like.

goo.gl/KygSeb

   0. Approach : Guided Segmentation

1.  Get discriminative object locations from a image-level classifier [1,2] (seed).  
2.  Image labels alone do not give full object extent information (e.g. train and rail); we 

propose to exploit class-agnostic image-level saliency. (saliency).
3.  Combine the two sources of information (guide labels).
4.  Refine the labelling by training a segmenter (e.g. DeepLab [4]) with the guide labels. 
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segmentation with deep convolutional 
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Combination Algorithm:
i.  Break down seed and saliency 

into connected components. 
ii.  Seeds touch saliency: diffuse 

seeds inside saliency mask.
iii.  Seed alone: label as fg. Saliency 

alone: label as bg.

   3. Guide Label : Seed + Saliency

Image GT Seed Saliency
Guide
Labels

Method Data Val 
mIoU

Test
mIoU

FS%

MIL-FCN ICLRW‘15 I+P 25.0 25.6 36.5

DCSM ECCV’16 I+P 44.1 45.1 64.2

SEC ECCV‘16 I+P 50.7 51.7 73.5

STC arXiv‘15 I+P+S+E40k 49.8 51.2 72.8

CheckMask ECCV’16 I+P+� 51.5 - -

MicroAnno BMVC‘16 I+P+� 51.9 53.2 75.7

GuideLabel I+P+S 55.7 56.7 80.6
DeepLabv1 [4] I+Pfull 67.6 70.3 100

   Task & Motivation

Learning to segment objects from 
image label annotations.
•  Cheaper than full supervision.
•  Humans can do.

Final task:
Semantic 
Labelling

!Training:
Image 
Labels

I ImageNet pretrain En n images w/ labels 

P Pascal image labels � Human in the loop

S Saliency Pfull Full supervision

  4. Semantic Segmentation Result & Comparison

Image GT Segm.

•  Image labels alone are insufficient statistic for semantic segmentation.
•  Lacking information (e.g. extent) can be provided by the “objectness” prior.
•  Use class agnostic saliency as the source of “objectness” prior.
•  First to reach 80% of full supervision, with room for improvement.

   1. Seed : Encode Image Labels

Discriminative object locations from image-level classifiers.

•  Data: Pascal images + 
image labels. 

•  Model: fully 
convolutional network + 
global average pooling 
(GAP) [1,2].

Image

GT

GAP
LowRes

GAP
HighRes

GAP
DeepLab

FG class-averaged precision-recall curves 
for GAP and Gradient based seeds.

•  Reach 80% of the fully supervised 
performance.

•  Better saliency model will further 
improve the result; oracle saliency 
gives 61.8 mIoU. 

   2. Saliency : Encode “Objectness” Prior

Foreground mask of generic object class. 

•  Data: 11k MSRA single-object 
images with boxes [3]. Only non-
Pascal classes are used for class-
genericity of the mask.

•  Model: DeepLab [4].

Training 
data

Testing 
result

Combination algorithm

i. Break seed and saliency into 
connected components.

ii. If seeds touch saliency: diffuse seeds 
inside saliency with dense CRF.

iii. If seed is alone, label as FG;
If saliency is alone, label as BG.

person

table

chair

Ground Truth
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•  Image labels alone are insufficient statistic for semantic segmentation.
•  Lacking information (e.g. extent) can be provided by the “objectness” prior.
•  Use class agnostic saliency as the source of “objectness” prior.
•  First to reach 80% of full supervision, with room for improvement.

   1. Seed : Encode Image Labels

Discriminative object locations from image-level classifiers.

•  Data: Pascal images + 
image labels. 

•  Model: fully 
convolutional network + 
global average pooling 
(GAP) [1,2].

Image

GT

GAP
LowRes

GAP
HighRes

GAP
DeepLab

FG class-averaged precision-recall curves 
for GAP and Gradient based seeds.

•  Reach 80% of the fully supervised 
performance.

•  Better saliency model will further 
improve the result; oracle saliency 
gives 61.8 mIoU. 

   2. Saliency : Encode “Objectness” Prior

Foreground mask of generic object class. 

•  Data: 11k MSRA single-object 
images with boxes [3]. Only non-
Pascal classes are used for class-
genericity of the mask.

•  Model: DeepLab [4].

Training 
data

Testing 
result

Combination algorithm

i. Break seed and saliency into 
connected components.

ii. If seeds touch saliency: diffuse seeds 
inside saliency with dense CRF.

iii. If seed is alone, label as FG;
If saliency is alone, label as BG.

person

table

chair

Ground Truth

• How to get localized information from image level annotation 
(weakly supervised? 

• Image gradient 
• Global Average Pooling (GAP)



Figure 3: Weakly supervised object segmentation using ConvNets (Sect. 3.2). Left: images
from the test set of ILSVRC-2013. Left-middle: the corresponding saliency maps for the top-1
predicted class. Right-middle: thresholded saliency maps: blue shows the areas used to compute
the foreground colour model, cyan – background colour model, pixels shown in red are not used for
colour model estimation. Right: the resulting foreground segmentation masks.
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Abstract

In this work, we revisit the global average pooling layer

proposed in [13], and shed light on how it explicitly enables

the convolutional neural network (CNN) to have remark-

able localization ability despite being trained on image-

level labels. While this technique was previously proposed

as a means for regularizing training, we find that it actu-

ally builds a generic localizable deep representation that

exposes the implicit attention of CNNs on an image. Despite

the apparent simplicity of global average pooling, we are

able to achieve 37.1% top-5 error for object localization on

ILSVRC 2014 without training on any bounding box anno-

tation.We demonstrate in a variety of experiments that our

network is able to localize the discriminative image regions

despite just being trained for solving classification task1.

1. Introduction

Recent work by Zhou et al [34] has shown that the con-
volutional units of various layers of convolutional neural
networks (CNNs) actually behave as object detectors de-
spite no supervision on the location of the object was pro-
vided. Despite having this remarkable ability to localize
objects in the convolutional layers, this ability is lost when
fully-connected layers are used for classification. Recently
some popular fully-convolutional neural networks such as
the Network in Network (NIN) [13] and GoogLeNet [25]
have been proposed to avoid the use of fully-connected lay-
ers to minimize the number of parameters while maintain-
ing high performance.

In order to achieve this, [13] uses global average pool-

ing which acts as a structural regularizer, preventing over-
fitting during training. In our experiments, we found that
the advantages of this global average pooling layer extend
beyond simply acting as a regularizer - In fact, with a little
tweaking, the network can retain its remarkable localization
ability until the final layer. This tweaking allows identifying
easily the discriminative image regions in a single forward-

1Code and models are available at http://cnnlocalization.csail.mit.edu

Brushing teeth Cutting trees

Figure 1. A simple modification of the global average pool-

ing layer combined with our class activation mapping (CAM)

technique allows the classification-trained CNN to both classify

the image and localize class-specific image regions in a single

forward-pass e.g., the toothbrush for brushing teeth and the chain-

saw for cutting trees.

pass for a wide variety of tasks, even those that the network
was not originally trained for. As shown in Figure 1(a), a
CNN trained on object categorization is successfully able to
localize the discriminative regions for action classification
as the objects that the humans are interacting with rather
than the humans themselves.

Despite the apparent simplicity of our approach, for the
weakly supervised object localization on ILSVRC bench-
mark [21], our best network achieves 37.1% top-5 test er-
ror, which is rather close to the 34.2% top-5 test error
achieved by fully supervised AlexNet [10]. Furthermore,
we demonstrate that the localizability of the deep features in
our approach can be easily transferred to other recognition
datasets for generic classification, localization, and concept
discovery.

1.1. Related Work

Convolutional Neural Networks (CNNs) have led to im-
pressive performance on a variety of visual recognition
tasks [10, 35, 8]. Recent work has shown that despite being
trained on image-level labels, CNNs have the remarkable
ability to localize objects [1, 16, 2, 15, 18]. In this work, we
show that, using an appropriate architecture, we can gener-
alize this ability beyond just localizing objects, to start iden-
tifying exactly which regions of an image are being used for
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Figure 2. Class Activation Mapping: the predicted class score is mapped back to the previous convolutional layer to generate the class

activation maps (CAMs). The CAM highlights the class-specific discriminative regions.

Here we ignore the bias term: we explicitly set the input
bias of the softmax to 0 as it has little to no impact on the
classification performance.

By plugging Fk =
!

x,y fk(x, y) into the class score,
Sc, we obtain

Sc =
"

k

wc
k

"

x,y

fk(x, y) =
"

x,y

"
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wc
kfk(x, y). (1)

We define Mc as the class activation map for class c, where
each spatial element is given by

Mc(x, y) =
"

k

wc
kfk(x, y). (2)

Thus, Sc =
!

x,y Mc(x, y), and hence Mc(x, y) directly
indicates the importance of the activation at spatial grid
(x, y) leading to the classification of an image to class c.

Intuitively, based on prior works [34, 30], we expect each
unit to be activated by some visual pattern within its recep-
tive field. Thus fk is the map of the presence of this visual
pattern. The class activation map is simply a weighted lin-
ear sum of the presence of these visual patterns at different
spatial locations. By simply upsampling the class activa-
tion map to the size of the input image, we can identify the
image regions most relevant to the particular category.

In Fig. 3, we show some examples of the CAMs output
using the above approach. We can see that the discrimi-
native regions of the images for various classes are high-
lighted. In Fig. 4 we highlight the differences in the CAMs
for a single image when using different classes c to gener-
ate the maps. We observe that the discriminative regions
for different categories are different even for a given im-
age. This suggests that our approach works as expected.
We demonstrate this quantitatively in the sections ahead.

Figure 3. The CAMs of two classes from ILSVRC [21]. The maps

highlight the discriminative image regions used for image classifi-

cation, the head of the animal for briard and the plates in barbell.

Figure 4. Examples of the CAMs generated from the top 5 pre-

dicted categories for the given image with ground-truth as dome.

The predicted class and its score are shown above each class ac-

tivation map. We observe that the highlighted regions vary across

predicted classes e.g., dome activates the upper round part while

palace activates the lower flat part of the compound.

Global average pooling (GAP) vs global max pool-
ing (GMP): Given the prior work [16] on using GMP for
weakly supervised object localization, we believe it is im-
portant to highlight the intuitive difference between GAP
and GMP. We believe that GAP loss encourages the net-
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activation maps (CAMs). The CAM highlights the class-specific discriminative regions.

Here we ignore the bias term: we explicitly set the input
bias of the softmax to 0 as it has little to no impact on the
classification performance.
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Thus, Sc =
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x,y Mc(x, y), and hence Mc(x, y) directly
indicates the importance of the activation at spatial grid
(x, y) leading to the classification of an image to class c.

Intuitively, based on prior works [34, 30], we expect each
unit to be activated by some visual pattern within its recep-
tive field. Thus fk is the map of the presence of this visual
pattern. The class activation map is simply a weighted lin-
ear sum of the presence of these visual patterns at different
spatial locations. By simply upsampling the class activa-
tion map to the size of the input image, we can identify the
image regions most relevant to the particular category.

In Fig. 3, we show some examples of the CAMs output
using the above approach. We can see that the discrimi-
native regions of the images for various classes are high-
lighted. In Fig. 4 we highlight the differences in the CAMs
for a single image when using different classes c to gener-
ate the maps. We observe that the discriminative regions
for different categories are different even for a given im-
age. This suggests that our approach works as expected.
We demonstrate this quantitatively in the sections ahead.

Figure 3. The CAMs of two classes from ILSVRC [21]. The maps

highlight the discriminative image regions used for image classifi-

cation, the head of the animal for briard and the plates in barbell.

Figure 4. Examples of the CAMs generated from the top 5 pre-

dicted categories for the given image with ground-truth as dome.

The predicted class and its score are shown above each class ac-

tivation map. We observe that the highlighted regions vary across

predicted classes e.g., dome activates the upper round part while

palace activates the lower flat part of the compound.

Global average pooling (GAP) vs global max pool-
ing (GMP): Given the prior work [16] on using GMP for
weakly supervised object localization, we believe it is im-
portant to highlight the intuitive difference between GAP
and GMP. We believe that GAP loss encourages the net-
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Figure 2. Class Activation Mapping: the predicted class score is mapped back to the previous convolutional layer to generate the class

activation maps (CAMs). The CAM highlights the class-specific discriminative regions.

Here we ignore the bias term: we explicitly set the input
bias of the softmax to 0 as it has little to no impact on the
classification performance.

By plugging Fk =
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Sc, we obtain
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each spatial element is given by

Mc(x, y) =
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Thus, Sc =
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x,y Mc(x, y), and hence Mc(x, y) directly
indicates the importance of the activation at spatial grid
(x, y) leading to the classification of an image to class c.

Intuitively, based on prior works [34, 30], we expect each
unit to be activated by some visual pattern within its recep-
tive field. Thus fk is the map of the presence of this visual
pattern. The class activation map is simply a weighted lin-
ear sum of the presence of these visual patterns at different
spatial locations. By simply upsampling the class activa-
tion map to the size of the input image, we can identify the
image regions most relevant to the particular category.

In Fig. 3, we show some examples of the CAMs output
using the above approach. We can see that the discrimi-
native regions of the images for various classes are high-
lighted. In Fig. 4 we highlight the differences in the CAMs
for a single image when using different classes c to gener-
ate the maps. We observe that the discriminative regions
for different categories are different even for a given im-
age. This suggests that our approach works as expected.
We demonstrate this quantitatively in the sections ahead.

Figure 3. The CAMs of two classes from ILSVRC [21]. The maps

highlight the discriminative image regions used for image classifi-

cation, the head of the animal for briard and the plates in barbell.

Figure 4. Examples of the CAMs generated from the top 5 pre-

dicted categories for the given image with ground-truth as dome.

The predicted class and its score are shown above each class ac-

tivation map. We observe that the highlighted regions vary across

predicted classes e.g., dome activates the upper round part while

palace activates the lower flat part of the compound.

Global average pooling (GAP) vs global max pool-
ing (GMP): Given the prior work [16] on using GMP for
weakly supervised object localization, we believe it is im-
portant to highlight the intuitive difference between GAP
and GMP. We believe that GAP loss encourages the net-

2923

Australian  
terrier ... 

C
O
N
V 

C
O
N
V 

C
O
N
V 

C
O
N
V 

C
O
N
V

GAP ... 

w1 

w2 

wn 

w1 * + w2 * + … + wn * 

Class 
Activation 
Map 
 

(Australian terrier) 

= 

C
O
N
V 

Class Activation Mapping 

Figure 2. Class Activation Mapping: the predicted class score is mapped back to the previous convolutional layer to generate the class

activation maps (CAMs). The CAM highlights the class-specific discriminative regions.

Here we ignore the bias term: we explicitly set the input
bias of the softmax to 0 as it has little to no impact on the
classification performance.
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Thus, Sc =
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x,y Mc(x, y), and hence Mc(x, y) directly
indicates the importance of the activation at spatial grid
(x, y) leading to the classification of an image to class c.

Intuitively, based on prior works [34, 30], we expect each
unit to be activated by some visual pattern within its recep-
tive field. Thus fk is the map of the presence of this visual
pattern. The class activation map is simply a weighted lin-
ear sum of the presence of these visual patterns at different
spatial locations. By simply upsampling the class activa-
tion map to the size of the input image, we can identify the
image regions most relevant to the particular category.

In Fig. 3, we show some examples of the CAMs output
using the above approach. We can see that the discrimi-
native regions of the images for various classes are high-
lighted. In Fig. 4 we highlight the differences in the CAMs
for a single image when using different classes c to gener-
ate the maps. We observe that the discriminative regions
for different categories are different even for a given im-
age. This suggests that our approach works as expected.
We demonstrate this quantitatively in the sections ahead.

Figure 3. The CAMs of two classes from ILSVRC [21]. The maps

highlight the discriminative image regions used for image classifi-

cation, the head of the animal for briard and the plates in barbell.

Figure 4. Examples of the CAMs generated from the top 5 pre-

dicted categories for the given image with ground-truth as dome.

The predicted class and its score are shown above each class ac-

tivation map. We observe that the highlighted regions vary across

predicted classes e.g., dome activates the upper round part while

palace activates the lower flat part of the compound.
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portant to highlight the intuitive difference between GAP
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Figure 2. Class Activation Mapping: the predicted class score is mapped back to the previous convolutional layer to generate the class

activation maps (CAMs). The CAM highlights the class-specific discriminative regions.

Here we ignore the bias term: we explicitly set the input
bias of the softmax to 0 as it has little to no impact on the
classification performance.
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x,y Mc(x, y), and hence Mc(x, y) directly
indicates the importance of the activation at spatial grid
(x, y) leading to the classification of an image to class c.

Intuitively, based on prior works [34, 30], we expect each
unit to be activated by some visual pattern within its recep-
tive field. Thus fk is the map of the presence of this visual
pattern. The class activation map is simply a weighted lin-
ear sum of the presence of these visual patterns at different
spatial locations. By simply upsampling the class activa-
tion map to the size of the input image, we can identify the
image regions most relevant to the particular category.

In Fig. 3, we show some examples of the CAMs output
using the above approach. We can see that the discrimi-
native regions of the images for various classes are high-
lighted. In Fig. 4 we highlight the differences in the CAMs
for a single image when using different classes c to gener-
ate the maps. We observe that the discriminative regions
for different categories are different even for a given im-
age. This suggests that our approach works as expected.
We demonstrate this quantitatively in the sections ahead.
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Figure 2. Class Activation Mapping: the predicted class score is mapped back to the previous convolutional layer to generate the class

activation maps (CAMs). The CAM highlights the class-specific discriminative regions.

Here we ignore the bias term: we explicitly set the input
bias of the softmax to 0 as it has little to no impact on the
classification performance.
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pattern. The class activation map is simply a weighted lin-
ear sum of the presence of these visual patterns at different
spatial locations. By simply upsampling the class activa-
tion map to the size of the input image, we can identify the
image regions most relevant to the particular category.

In Fig. 3, we show some examples of the CAMs output
using the above approach. We can see that the discrimi-
native regions of the images for various classes are high-
lighted. In Fig. 4 we highlight the differences in the CAMs
for a single image when using different classes c to gener-
ate the maps. We observe that the discriminative regions
for different categories are different even for a given im-
age. This suggests that our approach works as expected.
We demonstrate this quantitatively in the sections ahead.
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Figure 2. Class Activation Mapping: the predicted class score is mapped back to the previous convolutional layer to generate the class

activation maps (CAMs). The CAM highlights the class-specific discriminative regions.

Here we ignore the bias term: we explicitly set the input
bias of the softmax to 0 as it has little to no impact on the
classification performance.
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pattern. The class activation map is simply a weighted lin-
ear sum of the presence of these visual patterns at different
spatial locations. By simply upsampling the class activa-
tion map to the size of the input image, we can identify the
image regions most relevant to the particular category.

In Fig. 3, we show some examples of the CAMs output
using the above approach. We can see that the discrimi-
native regions of the images for various classes are high-
lighted. In Fig. 4 we highlight the differences in the CAMs
for a single image when using different classes c to gener-
ate the maps. We observe that the discriminative regions
for different categories are different even for a given im-
age. This suggests that our approach works as expected.
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Figure 2. Class Activation Mapping: the predicted class score is mapped back to the previous convolutional layer to generate the class

activation maps (CAMs). The CAM highlights the class-specific discriminative regions.

Here we ignore the bias term: we explicitly set the input
bias of the softmax to 0 as it has little to no impact on the
classification performance.
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indicates the importance of the activation at spatial grid
(x, y) leading to the classification of an image to class c.

Intuitively, based on prior works [34, 30], we expect each
unit to be activated by some visual pattern within its recep-
tive field. Thus fk is the map of the presence of this visual
pattern. The class activation map is simply a weighted lin-
ear sum of the presence of these visual patterns at different
spatial locations. By simply upsampling the class activa-
tion map to the size of the input image, we can identify the
image regions most relevant to the particular category.

In Fig. 3, we show some examples of the CAMs output
using the above approach. We can see that the discrimi-
native regions of the images for various classes are high-
lighted. In Fig. 4 we highlight the differences in the CAMs
for a single image when using different classes c to gener-
ate the maps. We observe that the discriminative regions
for different categories are different even for a given im-
age. This suggests that our approach works as expected.
We demonstrate this quantitatively in the sections ahead.

Figure 3. The CAMs of two classes from ILSVRC [21]. The maps

highlight the discriminative image regions used for image classifi-

cation, the head of the animal for briard and the plates in barbell.

Figure 4. Examples of the CAMs generated from the top 5 pre-

dicted categories for the given image with ground-truth as dome.

The predicted class and its score are shown above each class ac-

tivation map. We observe that the highlighted regions vary across

predicted classes e.g., dome activates the upper round part while

palace activates the lower flat part of the compound.

Global average pooling (GAP) vs global max pool-
ing (GMP): Given the prior work [16] on using GMP for
weakly supervised object localization, we believe it is im-
portant to highlight the intuitive difference between GAP
and GMP. We believe that GAP loss encourages the net-
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Comparison to Gradient and Qualitative Results

GoogLeNet-GAP VGG-GAP AlexNet-GAP GoogLeNet NIN Backpro AlexNet Backpro GoogLeNet

agaric

French horn

Figure 5. Class activation maps from CNN-GAPs and the class-specific saliency map from the backpropagation methods.

Figure 6. a) Examples of localization from GoogleNet-GAP. b) Comparison of the localization from GooleNet-GAP (upper two) and

the backpropagation using AlexNet (lower two). The ground-truth boxes are in green and the predicted bounding boxes from the class

activation map are in red.

dataset as it also contains bounding box annotations allow-
ing us to evaluate our localization ability. Tbl. 4 summarizes
the results.

We find that GoogLeNet-GAP performs comparably to
existing approaches, achieving an accuracy of 63.0% when
using the full image without any bounding box annotations
for both train and test. When using bounding box anno-
tations, this accuracy increases to 70.5%. Now, given the
localization ability of our network, we can use a similar ap-
proach as Sec. 3.2 (i.e., thresholding) to first identify bird
bounding boxes in both the train and test sets. We then use
GoogLeNet-GAP to extract features again from the crops
inside the bounding box, for training and testing. We find
that this improves the performance considerably to 67.8%.
This localization ability is particularly important for fine-
grained recognition as the distinctions between the cate-
gories are subtle and having a more focused image crop
allows for better discrimination.

Further, we find that GoogLeNet-GAP is able to accu-
rately localize the bird in 41.0% of the images under the
0.5 intersection over union (IoU) criterion, as compared to
a chance performance of 5.5%. We visualize some exam-
ples in Fig. 7. This further validates the localization ability
of our approach.

4.2. Pattern Discovery

In this section, we explore whether our technique can
identify common elements or patterns in images beyond

Table 4. Fine-grained classification performance on CUB200

dataset. GoogLeNet-GAP can successfully localize important im-

age crops, boosting classification performance.

Methods Train/Test Anno. Accuracy

GoogLeNet-GAP on full image n/a 63.0%
GoogLeNet-GAP on crop n/a 67.8%
GoogLeNet-GAP on BBox BBox 70.5%

Alignments [7] n/a 53.6%
Alignments [7] BBox 67.0%
DPD [32] BBox+Parts 51.0%
DeCAF+DPD [3] BBox+Parts 65.0%
PANDA R-CNN [31] BBox+Parts 76.4%

Figure 7. CAMs and the inferred bounding boxes (in red) for se-

lected images from four bird categories in CUB200. In Sec. 4.1 we

quantitatively evaluate the quality of the bounding boxes (41.0%

accuracy for 0.5 IoU). We find that extracting GoogLeNet-GAP

features in these CAM bounding boxes and re-training the SVM

improves bird classification accuracy by about 5% (Tbl. 4).

objects, such as text or high-level concepts. Given a set
of images containing a common concept, we want to iden-
tify which regions our network recognizes as being impor-
tant and if this corresponds to the input pattern. We fol-
low a similar approach as before: we train a linear SVM on
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Table 5. Classification accuracy on representative scene and object datasets for different deep features.

SUN397 MIT Indoor67 Scene15 SUN Attribute Caltech101 Caltech256 Action40 Event8

fc7 from AlexNet 42.61 56.79 84.23 84.23 87.22 67.23 54.92 94.42
ave pool from GoogLeNet 51.68 66.63 88.02 92.85 92.05 78.99 72.03 95.42
gap from GoogLeNet-GAP 51.31 66.61 88.30 92.21 91.98 78.07 70.62 95.00

Fixing a carCleaning the floor Cooking TeapotMushroom Penguin

Stanford Action40 Caltech256

RowingPolo

UIUC Event8

CroquetPlayground

SUN397

ExcavationBanquet hall

Figure 8. Generic discriminative localization using our GoogLeNet-GAP deep features. We show 2 images each from 3 classes for 4

datasets, and their class activation maps below them. We observe that the discriminative regions of the images are often highlighted e.g., in

Stanford Action40, the mop is localized for cleaning the floor, while for cooking the pan and bowl are localized and similar observations

can be made in other datasets. This demonstrates the generic localization ability of our deep features.

the GAP layer of the GoogLeNet-GAP network and apply
the CAM technique to identify important regions. We con-
ducted three pattern discovery experiments using our deep
features. The results are summarized below. Note that in
this case, we do not have train and test splits − we just use
our CNN for visual pattern discovery.

Discovering informative objects in the scenes: We
take 10 scene categories from the SUN dataset [28] contain-
ing at least 200 fully annotated images, resulting in a total
of 4675 fully annotated images. We train a one-vs-all linear
SVM for each scene category and compute the CAMs using
the weights of the linear SVM. In Fig. 9 we plot the CAM
for the predicted scene category and list the top 6 objects
that most frequently overlap with the high CAM activation
regions for two scene categories. We observe that the high
activation regions frequently correspond to objects indica-
tive of the particular scene category.

Concept localization in weakly labeled images: Us-
ing the hard-negative mining algorithm from [33], we learn
concept detectors and apply our CAM technique to local-
ize concepts in the image. To train a concept detector for
a short phrase, the positive set consists of images that con-
tain the short phrase in their text caption, and the negative
set is composed of randomly selected images without any
relevant words in their text caption. In Fig. 10, we visualize
the top ranked images and CAMs for two concept detec-
tors. Note that CAM localizes the informative regions for

Informative object:
sink:0.84
faucet:0.80
countertop:0.80
toilet:0.72
bathtub:0.70
towel:0.54

Informative object:
table:0.96
chair:0.85
chandelier:0.80
plate:0.73
vase:0.69
flowers:0.63

Dining room Bathroom
Frequent object:
wall:0.99
chair:0.98
floor:0.98
table:0.98
ceiling:0.75
window:73

Frequent object:
wall: 1
floor:0.85
sink: 0.77
faucet:0.74
mirror:0.62
bathtub:0.56

Figure 9. Informative objects for two scene categories. For the din-

ing room and bathroom categories, we show examples of original

images (top), and list of the 6 most frequent objects in that scene

category with the corresponding frequency of appearance. At the

bottom: the CAMs and a list of the 6 objects that most frequently

overlap with the high activation regions.

the concepts, even though the phrases are much more ab-
stract than typical object names.

Weakly supervised text detector: We train a weakly su-
pervised text detector using 350 Google StreetView images
containing text from the SVT dataset [26] as the positive set
and randomly sampled images from outdoor scene images
in the SUN dataset [28] as the negative set. As shown in
Fig. 11, our approach highlights the text accurately without
using bounding box annotations.

Interpreting visual question answering: We use our
approach and localizable deep feature in the baseline pro-
posed in [36] for visual question answering. It has overall
accuracy 55.89% on the test-standard in the Open-Ended
track. As shown in Fig. 12, our approach highlights the im-
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   3. Guide Label : Seed + Saliency
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  4. Semantic Segmentation Result & Comparison

Image GT Segm.

•  Image labels alone are insufficient statistic for semantic segmentation.
•  Lacking information (e.g. extent) can be provided by the “objectness” prior.
•  Use class agnostic saliency as the source of “objectness” prior.
•  First to reach 80% of full supervision, with room for improvement.

   1. Seed : Encode Image Labels

Discriminative object locations from image-level classifiers.

•  Data: Pascal images + 
image labels. 

•  Model: fully 
convolutional network + 
global average pooling 
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solve the task: e.g. train and rail co-occurrences.
•  Need some prior knowledge on how “objects” look like.
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   0. Approach : Guided Segmentation

1.  Get discriminative object locations from a image-level classifier [1,2] (seed).  
2.  Image labels alone do not give full object extent information (e.g. train and rail); we 

propose to exploit class-agnostic image-level saliency. (saliency).
3.  Combine the two sources of information (guide labels).
4.  Refine the labelling by training a segmenter (e.g. DeepLab [4]) with the guide labels. 
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Combination Algorithm:
i.  Break down seed and saliency 

into connected components. 
ii.  Seeds touch saliency: diffuse 

seeds inside saliency mask.
iii.  Seed alone: label as fg. Saliency 

alone: label as bg.

   3. Guide Label : Seed + Saliency

Image GT Seed Saliency
Guide
Labels

Method Data Val 
mIoU

Test
mIoU

FS%

MIL-FCN ICLRW‘15 I+P 25.0 25.6 36.5

DCSM ECCV’16 I+P 44.1 45.1 64.2

SEC ECCV‘16 I+P 50.7 51.7 73.5

STC arXiv‘15 I+P+S+E40k 49.8 51.2 72.8

CheckMask ECCV’16 I+P+� 51.5 - -

MicroAnno BMVC‘16 I+P+� 51.9 53.2 75.7

GuideLabel I+P+S 55.7 56.7 80.6
DeepLabv1 [4] I+Pfull 67.6 70.3 100

   Task & Motivation

Learning to segment objects from 
image label annotations.
•  Cheaper than full supervision.
•  Humans can do.

Final task:
Semantic 
Labelling

!Training:
Image 
Labels

I ImageNet pretrain En n images w/ labels 

P Pascal image labels � Human in the loop

S Saliency Pfull Full supervision

  4. Semantic Segmentation Result & Comparison

Image GT Segm.

•  Image labels alone are insufficient statistic for semantic segmentation.
•  Lacking information (e.g. extent) can be provided by the “objectness” prior.
•  Use class agnostic saliency as the source of “objectness” prior.
•  First to reach 80% of full supervision, with room for improvement.

   1. Seed : Encode Image Labels

Discriminative object locations from image-level classifiers.

•  Data: Pascal images + 
image labels. 

•  Model: fully 
convolutional network + 
global average pooling 
(GAP) [1,2].

Image

GT

GAP
LowRes

GAP
HighRes

GAP
DeepLab

FG class-averaged precision-recall curves 
for GAP and Gradient based seeds.

•  Reach 80% of the fully supervised 
performance.

•  Better saliency model will further 
improve the result; oracle saliency 
gives 61.8 mIoU. 

   2. Saliency : Encode “Objectness” Prior

Foreground mask of generic object class. 

•  Data: 11k MSRA single-object 
images with boxes [3]. Only non-
Pascal classes are used for class-
genericity of the mask.

•  Model: DeepLab [4].

Training 
data

Testing 
result

Combination algorithm

i. Break seed and saliency into 
connected components.

ii. If seeds touch saliency: diffuse seeds 
inside saliency with dense CRF.

iii. If seed is alone, label as FG;
If saliency is alone, label as BG.
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ImageNet	+	Deep	Learning

Beagle

-	Image	Retrieval	
-	Detection	(RCNN)	
-	Segmentation	(FCN)	
-	Depth	Estimation	
-	…



ImageNet	+	Deep	Learning

Beagle

Do	we	even	need	semantic	labels?
Pose?

Boundaries?Geometry?

Parts?
Materials?

Do	we	need	this	task?



Context	as	Supervision  
[Collobert	&	Weston	2008;	Mikolov	et	al.	2013]

Deep	
Net



Word2Vec	Mikolov’13
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Figure 1: The Skip-gram model architecture. The training objective is to learn word vector representations
that are good at predicting the nearby words.

In this paper we present several extensions of the original Skip-gram model. We show that sub-
sampling of frequent words during training results in a significant speedup (around 2x - 10x), and
improves accuracy of the representations of less frequent words. In addition, we present a simpli-
fied variant of Noise Contrastive Estimation (NCE) [4] for training the Skip-grammodel that results
in faster training and better vector representations for frequent words, compared to more complex
hierarchical softmax that was used in the prior work [8].

Word representations are limited by their inability to represent idiomatic phrases that are not com-
positions of the individual words. For example, “Boston Globe” is a newspaper, and so it is not a
natural combination of the meanings of “Boston” and “Globe”. Therefore, using vectors to repre-
sent the whole phrases makes the Skip-gram model considerably more expressive. Other techniques
that aim to represent meaning of sentences by composing the word vectors, such as the recursive
autoencoders [15], would also benefit from using phrase vectors instead of the word vectors.

The extension from word based to phrase based models is relatively simple. First we identify a large
number of phrases using a data-driven approach, and then we treat the phrases as individual tokens
during the training. To evaluate the quality of the phrase vectors, we developed a test set of analogi-
cal reasoning tasks that contains both words and phrases. A typical analogy pair from our test set is
“Montreal”:“Montreal Canadiens”::“Toronto”:“TorontoMaple Leafs”. It is considered to have been
answered correctly if the nearest representation to vec(“Montreal Canadiens”) - vec(“Montreal”) +
vec(“Toronto”) is vec(“Toronto Maple Leafs”).

Finally, we describe another interesting property of the Skip-gram model. We found that simple
vector addition can often produce meaningful results. For example, vec(“Russia”) + vec(“river”) is
close to vec(“Volga River”), and vec(“Germany”) + vec(“capital”) is close to vec(“Berlin”). This
compositionality suggests that a non-obvious degree of language understanding can be obtained by
using basic mathematical operations on the word vector representations.

2 The Skip-gram Model

The training objective of the Skip-gram model is to find word representations that are useful for
predicting the surrounding words in a sentence or a document. More formally, given a sequence of
training wordsw1, w2, w3, . . . , wT , the objective of the Skip-grammodel is to maximize the average
log probability
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−c≤j≤c,j ̸=0

log p(wt+j |wt) (1)

where c is the size of the training context (which can be a function of the center word wt). Larger
c results in more training examples and thus can lead to a higher accuracy, at the expense of the
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Context	Prediction	for	Images

A B

? ? ?

??

? ? ?



Semantics	from	a	non-semantic	task



Randomly	Sample	Patch
Sample	Second	Patch

CNN CNN

Classifier

Relative	Position	Task
8	possible	locations
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Patch	Embedding

Input Nearest	Neighbors

CNN Note:	connects	across	instances!



Siamese Architecture
• Chopra’05 “Learning a Similarity Metric Discriminatively, with 

Application to Face Verification” 
• Bromley’94 “Signature verification using a siamese time delay neural”

37

is assessed using two measures: percentage of false accepts
and the percentage of false rejects. A good system should
minimize both measures simultaneously.
Our approach is to build a trainable system that non-

linearly maps the raw images of faces to points in a low di-
mensional space so that the distance between these points is
small if the images belong to the same person and large oth-
erwise. Learning the similarity metric is realized by train-
ing a network that consists of two identical convolutional
networks that share the same set of weights - a Siamese Ar-
chitecture [4] (see figure 1).

2.2. The energy function of the EBM

The architecture of our learning machine is given in fig-
ure 1. The details of the architecture of are given
in section 3.2.

W
Convolutional Convolutional

Figure 1. Siamese Architecture.

Let and be a pair of images shown to our learn-
ing machine. Let be a binary label of the pair, if
the images and belong to the same person (a “gen-
uine pair”) and otherwise (an “impostor pair”). Let
be the shared parameter vector that is subject to learn-

ing, and let and be the two points in the
low-dimensional space that are generated by mapping
and . Then our system can be viewed as a scalar “energy
function” that measures the compatibility be-
tween , . It is defined as

(1)

Given a genuine pair from the training set , and
an impostor pair from the training set , the ma-
chine behaves in a desirable manner if the following condi-
tion holds:

Condition 1 , such that
,

The positive number can be interpreted as a margin.
To simplify notations is written as and

as for the remainder of the paper.

2.3. Contrastive Loss Function used for Training

We assume that the loss function depends on the input
and the parameters only indirectly through the energy. Our
loss function is of the form:

where is the -th sample, which is composed
of a pair of images and a label (genuine or impostor),
is the partial loss function for a genuine pair, the par-
tial loss function for an impostor pair, and the number of
training samples. and should be designed in such a
way that the minimization of will decrease the energy of
genuine pairs and increase the energy of impostor pairs. A
simple way to achieve that is to make monotonically in-
creasing, and monotonically decreasing. However, there
is a more general set of conditions under which minimizing
will make the machine approach condition 1. Our argu-

ments are similar to those given by LeCun et al in [9]. We
will consider a training set composed of one genuine pair

with energy and one impostor pair
with energy . Let us define:

(2)

as the total loss function for the two pairs. We will assume
that is convex in its two arguments (note: we do not as-
sume convexity with respect to ). We also assume that
there exists a for single training sample such that condi-
tion 1 is satisfied. The following conditions must hold for
the loss function for all values of and .

Condition 2 The minima of should be inside
the half plane .

This condition clearly guarantees that when we minimize
with respect to , the machine is driven to a region where
the solution satisfies condition 1.
For whose minima lie at infinity (see figure 2), the

following condition is sufficient:

Condition 3 The negative of the gradient of
on the margin line has a positive dot prod-
uct with the direction [-1, 1].

To prove this, we state and prove the following theorem.
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Batch	Normalization

vector, and X be the set of these inputs over the training
data set. The normalization can then be written as a trans-
formation

!x = Norm(x,X )

which depends not only on the given training example x
but on all examples X – each of which depends on Θ if
x is generated by another layer. For backpropagation, we
would need to compute the Jacobians

∂Norm(x,X )

∂x
and

∂Norm(x,X )

∂X
;

ignoring the latter term would lead to the explosion de-
scribed above. Within this framework, whitening the layer
inputs is expensive, as it requires computing the covari-
ance matrix Cov[x] = Ex∈X [xxT ] − E[x]E[x]T and its
inverse square root, to produce the whitened activations
Cov[x]−1/2(x − E[x]), as well as the derivatives of these
transforms for backpropagation. This motivates us to seek
an alternative that performs input normalization in a way
that is differentiable and does not require the analysis of
the entire training set after every parameter update.
Some of the previous approaches (e.g.

(Lyu & Simoncelli, 2008)) use statistics computed
over a single training example, or, in the case of image
networks, over different feature maps at a given location.
However, this changes the representation ability of a
network by discarding the absolute scale of activations.
We want to a preserve the information in the network, by
normalizing the activations in a training example relative
to the statistics of the entire training data.

3 Normalization via Mini-Batch
Statistics

Since the full whitening of each layer’s inputs is costly
and not everywhere differentiable, we make two neces-
sary simplifications. The first is that instead of whitening
the features in layer inputs and outputs jointly, we will
normalize each scalar feature independently, by making it
have the mean of zero and the variance of 1. For a layer
with d-dimensional input x = (x(1) . . . x(d)), we will nor-
malize each dimension

!x(k) =
x(k) − E[x(k)]"

Var[x(k)]

where the expectation and variance are computed over the
training data set. As shown in (LeCun et al., 1998b), such
normalization speeds up convergence, even when the fea-
tures are not decorrelated.
Note that simply normalizing each input of a layer may

change what the layer can represent. For instance, nor-
malizing the inputs of a sigmoid would constrain them to
the linear regime of the nonlinearity. To address this, we
make sure that the transformation inserted in the network
can represent the identity transform. To accomplish this,

we introduce, for each activation x(k), a pair of parameters
γ(k),β(k), which scale and shift the normalized value:

y(k) = γ(k)!x(k) + β(k).

These parameters are learned along with the original
model parameters, and restore the representation power
of the network. Indeed, by setting γ(k) =

"
Var[x(k)] and

β(k) = E[x(k)], we could recover the original activations,
if that were the optimal thing to do.
In the batch setting where each training step is based on

the entire training set, we would use the whole set to nor-
malize activations. However, this is impractical when us-
ing stochastic optimization. Therefore, we make the sec-
ond simplification: since we use mini-batches in stochas-
tic gradient training, each mini-batch produces estimates
of the mean and variance of each activation. This way, the
statistics used for normalization can fully participate in
the gradient backpropagation. Note that the use of mini-
batches is enabled by computation of per-dimension vari-
ances rather than joint covariances; in the joint case, reg-
ularization would be required since the mini-batch size is
likely to be smaller than the number of activations being
whitened, resulting in singular covariance matrices.
Consider a mini-batch B of size m. Since the normal-

ization is applied to each activation independently, let us
focus on a particular activation x(k) and omit k for clarity.
We havem values of this activation in the mini-batch,

B = {x1...m}.

Let the normalized values be !x1...m, and their linear trans-
formations be y1...m. We refer to the transform

BNγ,β : x1...m → y1...m

as the Batch Normalizing Transform. We present the BN
Transform in Algorithm 1. In the algorithm, ϵ is a constant
added to the mini-batch variance for numerical stability.

Input: Values of x over a mini-batch: B = {x1...m};
Parameters to be learned: γ, β

Output: {yi = BNγ,β(xi)}

µB ←
1

m

m#

i=1

xi // mini-batch mean

σ2
B ←

1

m

m#

i=1

(xi − µB)
2 // mini-batch variance

!xi ←
xi − µB"
σ2
B
+ ϵ

// normalize

yi ← γ!xi + β ≡ BNγ,β(xi) // scale and shift

Algorithm 1: Batch Normalizing Transform, applied to
activation x over a mini-batch.

The BN transform can be added to a network to manip-
ulate any activation. In the notation y = BNγ,β(x), we

3



Batch	Normalization
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Figure 2: Single crop validation accuracy of Inception
and its batch-normalized variants, vs. the number of
training steps.

Model Steps to 72.2% Max accuracy
Inception 31.0 · 106 72.2%
BN-Baseline 13.3 · 106 72.7%
BN-x5 2.1 · 106 73.0%
BN-x30 2.7 · 106 74.8%

BN-x5-Sigmoid 69.8%

Figure 3: For Inception and the batch-normalized
variants, the number of training steps required to
reach the maximum accuracy of Inception (72.2%),
and the maximum accuracy achieved by the net-
work.

4.2.2 Single-Network Classification

We evaluated the following networks, all trained on the
LSVRC2012 training data, and tested on the validation
data:
Inception: the network described at the beginning of

Section 4.2, trained with the initial learning rate of 0.0015.
BN-Baseline: Same as Inception with Batch Normal-

ization before each nonlinearity.
BN-x5: Inception with Batch Normalization and the

modifications in Sec. 4.2.1. The initial learning rate was
increased by a factor of 5, to 0.0075. The same learning
rate increase with original Inception caused the model pa-
rameters to reach machine infinity.
BN-x30: Like BN-x5, but with the initial learning rate

0.045 (30 times that of Inception).
BN-x5-Sigmoid: Like BN-x5, but with sigmoid non-

linearity g(t) = 1
1+exp(−x) instead of ReLU. We also at-

tempted to train the original Inception with sigmoid, but
the model remained at the accuracy equivalent to chance.
In Figure 2, we show the validation accuracy of the

networks, as a function of the number of training steps.
Inception reached the accuracy of 72.2% after 31 · 106
training steps. The Figure 3 shows, for each network,
the number of training steps required to reach the same
72.2% accuracy, as well as the maximum validation accu-
racy reached by the network and the number of steps to
reach it.
By only using Batch Normalization (BN-Baseline), we

match the accuracy of Inception in less than half the num-
ber of training steps. By applying the modifications in
Sec. 4.2.1, we significantly increase the training speed of
the network. BN-x5 needs 14 times fewer steps than In-
ception to reach the 72.2% accuracy. Interestingly, in-
creasing the learning rate further (BN-x30) causes the
model to train somewhat slower initially, but allows it to
reach a higher final accuracy. It reaches 74.8% after 6·106
steps, i.e. 5 times fewer steps than required by Inception
to reach 72.2%.
We also verified that the reduction in internal covari-

ate shift allows deep networks with Batch Normalization

to be trained when sigmoid is used as the nonlinearity,
despite the well-known difficulty of training such net-
works. Indeed, BN-x5-Sigmoid achieves the accuracy of
69.8%. Without Batch Normalization, Inception with sig-
moid never achieves better than 1/1000 accuracy.

4.2.3 Ensemble Classification

The current reported best results on the ImageNet Large
Scale Visual Recognition Competition are reached by the
Deep Image ensemble of traditional models (Wu et al.,
2015) and the ensemble model of (He et al., 2015). The
latter reports the top-5 error of 4.94%, as evaluated by the
ILSVRC server. Here we report a top-5 validation error of
4.9%, and test error of 4.82% (according to the ILSVRC
server). This improves upon the previous best result, and
exceeds the estimated accuracy of human raters according
to (Russakovsky et al., 2014).
For our ensemble, we used 6 networks. Each was based

on BN-x30, modified via some of the following: increased
initial weights in the convolutional layers; using Dropout
(with the Dropout probability of 5% or 10%, vs. 40%
for the original Inception); and using non-convolutional,
per-activation Batch Normalization with last hidden lay-
ers of the model. Each network achieved its maximum
accuracy after about 6 · 106 training steps. The ensemble
prediction was based on the arithmetic average of class
probabilities predicted by the constituent networks. The
details of ensemble and multicrop inference are similar to
(Szegedy et al., 2014).
We demonstrate in Fig. 4 that batch normalization al-

lows us to set new state-of-the-art by a healthy margin on
the ImageNet classification challenge benchmarks.

5 Conclusion
We have presented a novel mechanism for dramatically
accelerating the training of deep networks. It is based on
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Abstract

Is strong supervision necessary for learning a good
visual representation? Do we really need millions of
semantically-labeled images to train a Convolutional Neu-
ral Network (CNN)? In this paper, we present a simple yet
surprisingly powerful approach for unsupervised learning
of CNN. Specifically, we use hundreds of thousands of un-
labeled videos from the web to learn visual representations.
Our key idea is that visual tracking provides the supervi-
sion. That is, two patches connected by a track should have
similar visual representation in deep feature space since
they probably belong to the same object or object part. We
design a Siamese-triplet network with a ranking loss func-
tion to train this CNN representation. Without using a sin-
gle image from ImageNet, just using 100K unlabeled videos
and the VOC 2012 dataset, we train an ensemble of un-
supervised networks that achieves 52% mAP (no bound-
ing box regression). This performance comes tantalizingly
close to its ImageNet-supervised counterpart, an ensemble
which achieves a mAP of 54.4%. We also show that our
unsupervised network can perform competitively in other
tasks such as surface-normal estimation.

1. Introduction
What is a good visual representation and how can we

learn it? At the start of this decade, most computer vision
research focused on “what” and used hand-defined features
such as SIFT [32] and HOG [5] as the underlying visual
representation. Learning was often the last step where these
low-level feature representations were mapped to seman-
tic/3D/functional categories. However, the last three years
have seen the resurgence of learning visual representations
directly from pixels themselves using the deep learning
and Convolutional Neural Networks (CNNs) [28, 24, 23].
At the heart of CNNs is a completely supervised learning
paradigm. Often millions of examples are first labeled us-
ing Mechanical Turk followed by data augmentation to cre-
ate tens of millions of training instances. CNNs are then
trained using gradient descent and back propagation. But
one question still remains: is strong-supervision necessary
for training these CNNs? Do we really need millions of
semantically-labeled images to learn a good representation?

… … … … 
(a) Unsupervised Tracking in Videos  

Figure 1. Overview of our approach. (a) Given unlabeled videos,
we perform unsupervised tracking on the patches in them. (b)
Triplets of patches including query patch in the initial frame of
tracking, tracked patch in the last frame, and random patch from
other videos are fed into our siamese-triplet network for train-
ing. (c) The learning objective: Distance between the query and
tracked patch in feature space should be smaller than the distance
between query and random patches.

It seems humans can learn visual representations using little
or no semantic supervision but our approaches still remain
completely supervised.

In this paper, we explore the alternative: how we can ex-
ploit the unlabeled visual data on the web to train CNNs
(e.g. AlexNet [24])? In the past, there have been several at-
tempts at unsupervised learning using millions of static im-
ages [26, 45] or frames extracted from videos [57, 49, 35].
The most common architecture used is an auto-encoder
which learns representations based on its ability to recon-
struct the input images [36, 3, 50, 38]. While these ap-
proaches have been able to automatically learn V1-like fil-
ters given unlabeled data, they are still far away from su-
pervised approaches on tasks such as object detection. So,
what is the missing link? We argue that static images them-
selves might not have enough information to learn a good
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have seen the resurgence of learning visual representations
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and Convolutional Neural Networks (CNNs) [28, 24, 23].
At the heart of CNNs is a completely supervised learning
paradigm. Often millions of examples are first labeled us-
ing Mechanical Turk followed by data augmentation to cre-
ate tens of millions of training instances. CNNs are then
trained using gradient descent and back propagation. But
one question still remains: is strong-supervision necessary
for training these CNNs? Do we really need millions of
semantically-labeled images to learn a good representation?
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Figure 1. Overview of our approach. (a) Given unlabeled videos,
we perform unsupervised tracking on the patches in them. (b)
Triplets of patches including query patch in the initial frame of
tracking, tracked patch in the last frame, and random patch from
other videos are fed into our siamese-triplet network for train-
ing. (c) The learning objective: Distance between the query and
tracked patch in feature space should be smaller than the distance
between query and random patches.

It seems humans can learn visual representations using little
or no semantic supervision but our approaches still remain
completely supervised.

In this paper, we explore the alternative: how we can ex-
ploit the unlabeled visual data on the web to train CNNs
(e.g. AlexNet [24])? In the past, there have been several at-
tempts at unsupervised learning using millions of static im-
ages [26, 45] or frames extracted from videos [57, 49, 35].
The most common architecture used is an auto-encoder
which learns representations based on its ability to recon-
struct the input images [36, 3, 50, 38]. While these ap-
proaches have been able to automatically learn V1-like fil-
ters given unlabeled data, they are still far away from su-
pervised approaches on tasks such as object detection. So,
what is the missing link? We argue that static images them-
selves might not have enough information to learn a good
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In this paper, we explore the alternative: how we can ex-
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(e.g. AlexNet [24])? In the past, there have been several at-
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ters given unlabeled data, they are still far away from su-
pervised approaches on tasks such as object detection. So,
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Figure 3. Examples of patch pairs we obtain via patch mining in the videos.

eters (see Figure 4). For our experiments, we take the image
with size 227 ⇥ 227 as input. The base network is based
on the AlexNet architecture [24] for the convolutional lay-
ers. Then we stack two fully connected layers on the pool5
outputs, whose neuron numbers are 4096 and 1024 respec-
tively. Thus the final output of each single network is 1024
dimensional feature space f(·). We define the loss function
on this feature space.

5.2. Ranking Loss Function
Given the set of patch pairs S sampled from the video,

we propose to learn an image similarity model in the form
of CNN. Specifically, given an image X as an input for the
network, we can obtain its feature in the final layer as f(X).
Then, we define the distance of two image patches X1, X2

based on the cosine distance in the feature space as,

D(X1, X2) = 1�
f(X1) · f(X2)

kf(X1)kkf(X2)k
. (1)

We want to train a CNN to obtain feature representation
f(·), so that the distance between query image patch and the
tracked patch is small and the distance between query patch
and other random patches is encouraged to be larger. For-
mally, given the patch set S, where Xi is the original query
patch (first patch in tracked frames), X+

i is the tracked patch
and X�

i is a random patch from a different video, we want
to enforce D(Xi, X

�
i ) > D(Xi, X

+
i ). Therefore, the loss

of our ranking model is defined by hinge loss as,
L(Xi, X

+
i , X�

i ) = max{0, D(Xi, X
+
i )�D(Xi, X

�
i ) +M}, (2)

where M represents the gap parameters between two dis-
tances. We set M = 0.5 in the experiment. Then our objec-
tive function for training can be represented as,

min

W

�

2

k W k22 +

NX

i=1

max{0, D(Xi, X
+
i )�D(Xi, X

�
i ) +M}, (3)

where W is the parameter weights of the network, i.e., pa-
rameters for function f(·). N is the number of the triplets of
samples. � is a constant representing weight decay, which
is set to � = 0.0005.

5.3. Hard Negative Mining for Triplet Sampling
One non-trivial part for learning to rank is the process of

selecting negative samples. Given a pair of similar images

Xi, X
+
i , how can we select the patch X�

i , which is a nega-
tive match to Xi, from the large pool of patches? Here we
first select the negative patches randomly, and then find hard
examples (in a process analogous to hard negative mining).

Random Selection: During learning, we perform
mini-batch Stochastic Gradient Descent (SGD). For each
Xi, X

+
i , we randomly sample K negative matches in the

same batch B, thus we have K sets of triplet of samples.
For every triplet of samples, we calculate the gradients over
three of them respectively and perform back propagation.
Note that we shuffle all the images randomly after each
epoch of training, thus the pair of patches Xi, X

+
i can look

at different negative matches each time.
Hard Negative Mining: While one can continue to sam-

ple random patches for creating the triplets, it is more effi-
cient to search the negative patches smartly. After 10 epochs
of training using negative data selected randomly, we want
to make the problem harder to get more robust feature rep-
resentations. Analogous to hard-negative mining procedure
in SVM, where gradient descent learning is only performed
on hard-negatives (not all possible negative), we search for
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Figure 4. Siamese-triplet network. Each base network in the
Siamese-triplet network share the same architecture and parameter
weights. The architecture is rectified from AlexNet by using only
two fully connected layers. Given a triplet of training samples,
we obtain their features from the last layer by forward propagation
and compute the ranking loss.
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outputs, whose neuron numbers are 4096 and 1024 respec-
tively. Thus the final output of each single network is 1024
dimensional feature space f(·). We define the loss function
on this feature space.

5.2. Ranking Loss Function
Given the set of patch pairs S sampled from the video,

we propose to learn an image similarity model in the form
of CNN. Specifically, given an image X as an input for the
network, we can obtain its feature in the final layer as f(X).
Then, we define the distance of two image patches X1, X2

based on the cosine distance in the feature space as,

D(X1, X2) = 1�
f(X1) · f(X2)

kf(X1)kkf(X2)k
. (1)

We want to train a CNN to obtain feature representation
f(·), so that the distance between query image patch and the
tracked patch is small and the distance between query patch
and other random patches is encouraged to be larger. For-
mally, given the patch set S, where Xi is the original query
patch (first patch in tracked frames), X+

i is the tracked patch
and X�

i is a random patch from a different video, we want
to enforce D(Xi, X

�
i ) > D(Xi, X

+
i ). Therefore, the loss

of our ranking model is defined by hinge loss as,
L(Xi, X

+
i , X�

i ) = max{0, D(Xi, X
+
i )�D(Xi, X

�
i ) +M}, (2)

where M represents the gap parameters between two dis-
tances. We set M = 0.5 in the experiment. Then our objec-
tive function for training can be represented as,

min

W

�

2

k W k22 +

NX

i=1

max{0, D(Xi, X
+
i )�D(Xi, X

�
i ) +M}, (3)

where W is the parameter weights of the network, i.e., pa-
rameters for function f(·). N is the number of the triplets of
samples. � is a constant representing weight decay, which
is set to � = 0.0005.

5.3. Hard Negative Mining for Triplet Sampling
One non-trivial part for learning to rank is the process of

selecting negative samples. Given a pair of similar images

Xi, X
+
i , how can we select the patch X�

i , which is a nega-
tive match to Xi, from the large pool of patches? Here we
first select the negative patches randomly, and then find hard
examples (in a process analogous to hard negative mining).

Random Selection: During learning, we perform
mini-batch Stochastic Gradient Descent (SGD). For each
Xi, X

+
i , we randomly sample K negative matches in the

same batch B, thus we have K sets of triplet of samples.
For every triplet of samples, we calculate the gradients over
three of them respectively and perform back propagation.
Note that we shuffle all the images randomly after each
epoch of training, thus the pair of patches Xi, X

+
i can look

at different negative matches each time.
Hard Negative Mining: While one can continue to sam-

ple random patches for creating the triplets, it is more effi-
cient to search the negative patches smartly. After 10 epochs
of training using negative data selected randomly, we want
to make the problem harder to get more robust feature rep-
resentations. Analogous to hard-negative mining procedure
in SVM, where gradient descent learning is only performed
on hard-negatives (not all possible negative), we search for

Figure 4. Siamese-triplet network. Each base network in the
Siamese-triplet network share the same architecture and parameter
weights. The architecture is rectified from AlexNet by using only
two fully connected layers. Given a triplet of training samples,
we obtain their features from the last layer by forward propagation
and compute the ranking loss.
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Figure 7. Nearest neighbors results. Given the query object from VOC 2012 val, we retrieve the NN from VOC 2012 train via calculating
the cosine distance on pool5 feature space. We compare the results of 3 different models: (a) AlexNet with random parameters; (b) AlexNet
trained with Imagenet data; (c) AlexNet trained using our unsupervised method on 8M data.

Table 1. mean Average Precision (mAP) on VOC 2012. “external” column shows the number of patches used to pre-train unsupervised-CNN.
VOC 2012 test external aero bike bird boat bottle bus car cat chair cow table dog horse mbike person plant sheep sofa train tv mAP
scratch 0 66.1 58.1 32.7 23.0 21.8 54.5 56.4 50.8 21.6 42.2 31.8 49.2 49.8 61.6 52.1 25.1 52.6 31.3 50.0 49.1 44.0
scratch (3 ensemble) 0 68.7 61.2 36.1 25.7 24.3 58.9 58.8 55.3 24.4 43.5 36.7 53.0 53.8 65.6 54.3 27.3 53.5 38.3 54.6 51.8 47.3
unsup + ft 1.5M 68.8 62.1 34.7 25.3 26.6 57.7 59.6 56.3 22.0 42.6 33.8 52.3 50.3 65.6 53.9 25.8 51.5 32.3 51.7 51.8 46.2
unsup + ft 5M 69.0 64.0 37.1 23.6 24.6 58.7 58.9 59.6 22.3 46.0 35.1 53.3 53.7 66.9 54.1 25.4 52.9 31.2 51.9 51.8 47.0
unsup + ft 8M 67.6 63.4 37.3 27.6 24.0 58.7 59.9 59.5 23.7 46.3 37.6 54.8 54.7 66.4 54.8 25.8 52.5 31.2 52.6 52.6 47.5
unsup + ft (2 ensemble) 6.5M 72.4 66.2 41.3 26.4 26.8 61.0 61.9 63.1 25.3 51.0 38.7 58.1 58.3 70.0 56.2 28.6 56.1 38.5 55.9 54.3 50.5
unsup + ft (3 ensemble) 8M 73.4 67.3 44.1 30.4 27.8 63.3 62.6 64.2 27.7 51.1 40.6 60.8 59.2 71.2 58.5 28.2 55.6 39.4 58.0 56.1 52.0
unsup + iterative ft 5M 67.7 64.0 41.3 25.3 27.3 58.8 60.3 60.2 24.3 46.7 34.4 53.6 53.8 68.2 55.7 26.4 51.1 34.3 53.4 52.3 48.0
RCNN 70K 72.7 62.9 49.3 31.1 25.9 56.2 53.0 70.0 23.3 49.0 38.0 69.5 60.1 68.2 46.4 17.5 57.2 46.2 50.8 54.1 50.1
RCNN 70K (2 ensemble) 75.3 68.3 53.1 35.2 27.7 59.6 54.7 73.4 26.5 53.0 42.2 73.1 66.1 71.0 48.5 21.7 59.2 50.8 55.2 58.0 53.6
RCNN 70K (3 ensemble) 74.6 68.7 54.9 35.7 29.4 61.0 54.4 74.0 28.4 53.6 43.0 74.0 66.1 72.8 50.3 20.5 60.0 51.2 57.9 58.0 54.4
RCNN 200K (big stepsize) 73.3 67.1 46.3 31.7 30.6 59.4 61.0 67.9 27.3 53.1 39.1 64.1 60.5 70.9 57.2 26.1 59.0 40.1 56.2 54.9 52.3

We compare our method with the model trained from
scratch as well as using ImagNet pre-trained network. No-
tice that the results for VOC 2012 reported in RCNN [14]
are obtained by only fine-tuning on the train set without
using the val set. For fair comparison, we fine-tuned the
ImageNet pre-trained network with VOC 2012 trainval set.
Moreover, as the step size of reducing learning rate in
RCNN [14] is set to 20K and iterations for fine-tuning is
70K, we also try to enlarge the step size to 50K and fine-
tune the network for 200K iterations. We report the results
for both of these settings.

Single Model. We show the results in Table 1. As a
baseline, we train the network from scratch on VOC 2012
dataset and obtain 44% mAP. Using our unsupervised net-
work pre-trained with 1.5M pair of patches and then fine-
tuned on VOC 2012, we obtain mAP of 46.2% (unsup+ft,
external data = 1.5M). However, using more data, 5M
and 8M patches in pre-training and then fine-tune, we can
achieve 47% and 47.5% mAP. These results indicate that
our unsupervised network provides a significant boost as
compared to the scratch network. More importantly, when
more unlabeled data is applied, we can get better perfor-
mance ( 3.5% boost compared to training from scratch).

Model Ensemble. We also try combining different mod-
els using different sets of unlabeled data in pre-training. By
ensembling two fine-tuned networks which are pre-trained
using 1.5M and 5M patches, we obtained a boost of 3.5%

comparing to the single model, which is 50.5%(unsup+ft
(2 ensemble)). Finally, we ensemble all three different net-
works pre-trained with different sets of data, whose size are
1.5M, 5M and 8M respectively. We get another boost and
reach 52% mAP (unsup+ft (3 ensemble)).

Baselines. We compare our approach with RCNN [14]
which uses ImageNet pre-trained models. Following the
procedure in [14], we obtain 50.1% mAP (RCNN 70K) by
setting the step size to 20K and fine-tuning for 70K itera-
tions. To generate a model ensemble, the CNNs are first
trained on the ImageNet dataset separately, and then they
are fine-tuned with the VOC 2012 dataset. The result of
ensembling two of these networks is 53.6% mAP (RCNN
70K (2 ensemble)). If we ensemble three networks, we get
a mAP of 54.4%. For fair of comparison, we also fine-
tuned the ImageNet pre-trained model with larger step size
(50K) and more iterations (200K). The result is 52.3% mAP
(RCNN 200K (big stepsize)). Note that while ImageNet
network shows diminishing returns with ensembling since
the training data remains similar, in our case since every
network in the ensemble looks at different sets of data, we
get huge performance boosts.

Exploring a better way to transfer learned represen-
tation. Given our fine-tuned model using 5M patches in
pre-training (unsup+ft, external = 5M), we use it to re-learn
and re-adapt to the unsupervised triplet task. After that, the
network is re-applied to fine-tune on VOC 2012. The final
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Figure 7. Nearest neighbors results. Given the query object from VOC 2012 val, we retrieve the NN from VOC 2012 train via calculating
the cosine distance on pool5 feature space. We compare the results of 3 different models: (a) AlexNet with random parameters; (b) AlexNet
trained with Imagenet data; (c) AlexNet trained using our unsupervised method on 8M data.
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Can we learn image representations using ambient 
sound — instead of manual annotations — as a 
supervisory signal?

We represent audio using sound textures — collections 
of time-averaged summary statistics [1].
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ICML 2011.

We create a discrete label space by clustering the audio 
features with k-means, or with an LSH-like binary code.

The image features that our model learns perform comparably 
to state-of-the-art unsupervised methods on recognition tasks.

Method

Random init. (Krähenbühl et al.)

Sound (cluster)
Sound (binary)
Tracking (Wang and Gupta)

Egomotion (Agrawal et al.)

Patch pos. (Doersch et al.)

Calib. + Patch (Krähenbühl et al.)

ImageNet (Krizhevsky et al.)

Places (Zhou et al.)

Method
VOC Cls. (%mAP) SUN397 (%acc.)

max5 pool5 fc6 fc7 max5 pool5 fc6 fc7

Sound (cluster) 36.7 45.8 44.8 44.3 17.3 22.9 20.7 14.9
Sound (binary) 39.4 46.7 47.1 47.4 17.1 22.5 21.3 21.4
Sound (spectrum only) 35.8 44.0 44.4 44.4 14.6 19.5 18.6 17.7
Texton-CNN 28.9 37.5 35.3 32.5 10.7 15.2 11.4 7.6
K-means (Krähenbühl et al.) 27.5 34.8 33.9 32.1 11.6 14.9 12.8 12.4
Tracking (Wang and Gupta) 33.5 42.2 42.4 40.2 14.1 18.7 16.2 15.1
Patch pos. (Doersch et al.) 26.8 46.1 - - 9.8 22.2 - -
Egomotion (Agrawal et al.) 22.7 31.1 - - 9.1 11.3 - -

ImageNet (Krizhevsky et al.) 63.6 65.6 69.6 73.6 29.8 34.0 37.8 37.8
Places (Zhou et al.) 59.0 63.2 65.3 66.2 39.4 42.1 46.1 48.8

Classification with linear SVM Fine-tuning Fast R-CNN
(%mAP)

41.3
44.1
43.3
44.0
41.8
46.6
51.1

57.1
52.8
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[2] B. Zhou, A. Khosla, A. Lapedriza, A. Oliva, A. Torralba. Object detectors emerge 
in deep scene CNNs. ICLR 2015.

Our model, trained on the Flickr video dataset.

The units tend to be selective for objects that are associated 
with a characteristic sound (e.g. people and waterfalls).

Scene recognition model, trained on the Places dataset [2].
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Outline

• Unsupervised Learning 
‣ Denoising Auto-Encoder [ECCV-W’16] 

• Weakly supervised semantic segmentation [CVPR’17] 
• “Self-Supervision” 
‣ Spatial Context Prediction [ICCV’15] 
‣ Video Context Prediction [ICCV’15] 

• Multi-Modal Supervision 
‣ Learning Visual Representations from Sound [ECCV’16]
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Comparison of recent methods

• “Self-Supervised” 

• Unsupervised
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FRCN FCN

Classification Detection Segmentation
(% mAP) (% mAP) (% mIU)

trained layers fc8 fc6-8 all all all

sup. ImageNet (Krizhevsky et al., 2012) 77.0 78.8 78.3 56.8 48.0

self-sup.

Agrawal et al. (2015) 31.2 31.0 54.2 43.9 -
Pathak et al. (2016) 30.5 34.6 56.5 44.5 30.0
Wang & Gupta (2015) 28.4 55.6 63.1 47.4 -
Doersch et al. (2015) 44.7 55.1 65.3 51.1 -

unsup.

k-means (Krähenbühl et al., 2016) 32.0 39.2 56.6 45.6 32.6
Discriminator (D) 30.7 40.5 56.4 - -
Latent Regressor (LR) 36.9 47.9 57.1 - -
Joint LR 37.1 47.9 56.5 - -
Autoencoder (`2) 24.8 16.0 53.8 41.9 -
BiGAN (ours) 37.5 48.7 58.9 46.2 34.9
BiGAN, 112⇥ 112 E (ours) 41.7 52.5 60.3 46.9 35.2

Table 3: Classification and Fast R-CNN (Girshick, 2015) detection results for the PASCAL VOC
2007 (Everingham et al., 2014) test set, and FCN (Long et al., 2015) segmentation results on the
PASCAL VOC 2012 validation set, under the standard mean average precision (mAP) or mean
intersection over union (mIU) metrics for each task. Classification models are trained with various
portions of the AlexNet (Krizhevsky et al., 2012) model frozen. In the fc8 column, only the linear
classifier (a multinomial logistic regression) is learned – in the case of BiGAN, on top of randomly
initialized fully connected (FC) layers fc6 and fc7. In the fc6-8 column, all three FC layers are trained
fully supervised with all convolution layers frozen. Finally, in the all column, the entire network is
“fine-tuned”. BiGAN outperforms other unsupervised (unsup.) feature learning approaches, including
the GAN-based baselines described in Section 4.1, and despite its generality, is competitive with
contemporary self-supervised (self-sup.) feature learning approaches specific to the visual domain.

BiGAN and other unsupervised learning approaches are agnostic to the domain of the data. The
self-supervised approaches are specific to the visual domain, in some cases requiring weak super-
vision from video unavailable in images alone. For example, the methods are not applicable in the
permutation-invariant MNIST setting explored in Section 4.2, as the data are treated as flat vectors
rather than 2D images.

Furthermore, BiGAN and other unsupervised approaches needn’t suffer from domain shift between
the pre-training task and the transfer task, unlike self-supervised methods in which some aspect of the
data is normally removed or corrupted in order to create a non-trivial prediction task. In the context
prediction task (Doersch et al., 2015), the network sees only small image patches – the global image
structure is unobserved. In the context encoder or inpainting task (Pathak et al., 2016), each image
is corrupted by removing large areas to be filled in by the prediction network, creating inputs with
dramatically different appearance from the uncorrupted natural images seen in the transfer tasks.

Other approaches (Agrawal et al., 2015; Wang & Gupta, 2015) rely on auxiliary information un-
available in the static image domain, such as video, egomotion, or tracking. Unlike BiGAN, such
approaches cannot learn feature representations from unlabeled static images.

We finally note that the results presented here constitute only a preliminary exploration of the space
of model architectures possible under the BiGAN framework, and we expect results to improve sig-
nificantly with advancements in generative image models and discriminative convolutional networks
alike.
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Figure 8: Context Nearest Neighbors. Center patches whose context (not shown here) are close in the embedding space
of different methods (namely our context encoder, HOG and AlexNet). Note that the appearance of these center patches
themselves was never seen by these methods. But our method brings them close just from their context.

Pretraining Method Supervision Pretraining time Classification Detection Segmentation

ImageNet [26] 1000 class labels 3 days 78.2% 56.8% 48.0%

Random Gaussian initialization < 1 minute 53.3% 43.4% 19.8%
Autoencoder - 14 hours 53.8% 41.9% 25.2%
Agrawal et al. [1] egomotion 10 hours 52.9% 41.8% -
Doersh et al. [7] context 4 weeks 55.3% 46.6% -
Wang et al. [39] motion 1 week 58.4% 44.0% -

Ours context 14 hours 56.5% 44.5% 29.7%

Table 2: Quantitative comparison for classification, detection and semantic segmentation. Classification and Fast-RCNN
Detection results are on the PASCAL VOC 2007 test set. Semantic segmentation results are on the PASCAL VOC 2012
validation set from the FCN evaluation described in Section 5.2.3, using the additional training data from [18], and removing
overlapping images from the validation set [28].

connected layers. We then follow the training and evalu-
ation procedures from FRCN and report the accuracy (in
mAP) of the resulting detector.

Our results on the test set of the PASCAL VOC 2007 [12]
detection challenge are reported in Table 2. Context en-
coder pre-training is competitive with the existing meth-
ods achieving significant boost over the baseline. Recently,
Krähenbühl et al. [25] proposed a data-dependent method
for rescaling pre-trained model weights. This significantly
improves the features in Doersch et al. [7] up to 65.3%
for classification and 51.1% for detection. However, this
rescaling doesn’t improve results for other methods, includ-
ing ours.

5.2.3 Semantic Segmentation pre-training

Our last quantitative evaluation explores the utility of con-
text encoder training for pixel-wise semantic segmentation.
Fully convolutional networks [28] (FCNs) were proposed as
an end-to-end learnable method of predicting a semantic la-
bel at each pixel of an image, using a convolutional network
pre-trained for ImageNet classification. We replace the clas-
sification pre-trained network used in the FCN method with

our context encoders, afterwards following the FCN train-
ing and evaluation procedure for direct comparison with
their original CaffeNet-based result.

Our results on the PASCAL VOC 2012 [12] validation
set are reported in Table 2. In this setting, we outperform a
randomly initialized network as well as a plain autoencoder
which is trained simply to reconstruct its full input.

6. Conclusion

Our context encoders trained to generate images condi-
tioned on context advance the state of the art in semantic
inpainting, at the same time learn feature representations
that are competitive with other models trained with auxil-
iary supervision.
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